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TADDS 2012 – Co-Chairs’ Preface
The Workshop on Theoretical Aspects of Dynamic Distributed Systems, TADDS, has its
focus on the dynamic aspects of distributed systems, encompassing systems in existence
today and looking into the future development and deployment of dynamic distributed
systems, with sound theoretical foundations in mind. The first TADDS workshop was
held in Elche, Spain on September 26, 2009, and the second TADDS workshop was held
in Cambridge, Massachusetts on September 12, 2010. The third TADDS workshop was
held in Rome, Italy on September 19, 2011, co-located with the International Symposium
on Distributed Computing, DISC 2012. This edition of the 4th TADDS workshop also
held in Rome, Italy on December 17, 2012, co-located with the International Conference
On Principles Of DIstributed Systems, OPODIS 2012.
Distributed systems are ubiquitous in modern computing. The nature of distributed
systems is evolving in response to application requirements, and the advent of new
classes of applications and technologies, such as VANET, Airborne Networks, Smart
Environments, P2P, Internet Supercomputing, and distributed cloud services, are
radically changing the way we think about them. These systems are characterized by dynamic arrival and departure of participating entities and normally it may not be possible
to assume anything about the universe of participants, their identities, capabilities, or
reliability. In such settings, planned and unexpected perturbations in the computing
medium is the norm and not the exception. It is imperative for applications to cope with
such dynamic changes while maintaining their correctness. In managing dynamic systems
one cannot rely on a centralized management schemes that can either become a
bottleneck or simply be unfeasible due to the size of the system. Instead, the processes
need to behave autonomously, employing some form of self-management. In a dynamic
distributed system each process must autonomously decides to locally run a component
of a distributed application (i.e., when joining and leaving the system). Here the system
and/or its components do not start with a known and pre-defined setting, and a “nice”
manageable system model assumptions either cannot be guaranteed or do not last for
long. It is also important to have measurable metrics and notions of efficiency that would
allow one to analyze formally the performance and fault tolerance of dynamic systems
when one cannot rely on the initial parameterization and a priori knowledge to
characterize their behavior. Understanding the fundamentals of how to master this
dynamic dimension is of primary importance to design of robust, dependable, and
predictable distributed systems, and is the raison d’être of the workshop.
The Program Committee of TADDS 2012 consisted of Roberto Baldoni, University of
Rome "La Sapienza", Italy, Lélia Blin (Co-Chair), University of Evry and LIP6
University Curie, France, Yann Busnel (Co-chair), University of Nantes, LINA, France,
Yuval Emek, ETH, Switzerland, Pascal Felber, University of Neuchatel, Switzerland and
Alexander Shvartsmam, University of Connecticut, USA.
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The workshop proceedings consisted of the introductory motivation presented by the
organizers, two invited lectures, and five contributed presentations. The invited lecture
was delivered by Amos Korman (LIAFA, CNRS, Paris, France), titled “Theoretical
Distributed Computing meets Biology” and Dariusz R. Kowalski (University of
Liverpool, UK), titled “Communication and privacy in dynamic message-passing
systems”. The five contributed presentations were based on the papers submitted to the
workshop. Each paper was reviewed by at least three members of the Program
Committee, and feedback was provided to the authors to help them improve the
presentation. The proceedings of the workshop appear in the ACM Digital Library. The
organizers are confident that the workshop will motivate further concerted study and
analysis of dynamic distributed systems.

Lélia Blin
LIP6 - Université Pierre et Marie Curie
Université Evry Val d’Essonne, France

Yann Busnel
LINA / Computer Sciences Departement
Université de Nantes, France
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Theoretical Distributed Computing meets Biology
Amos Korman
LIAFA / CNRS
Paris, France

amos.korman@gmail.com

ABSTRACT
In recent years, several works have demonstrated how the study of
biology can benefit from an algorithmic perspective. This
approach may be particularly useful in the context of distributed
computing, since biological systems are often distributed in
nature. As the study of algorithms is traditionally motivated by an
engineering and technological point of view, the adaptation of
ideas from theoretical distributed computing to biological systems
is highly non-trivial and requires a delicate and careful treatment.
In this talk, I discuss some of the recent research within this
framework and suggests several challenging future directions.

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that
copies bear this notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to redistribute to lists,
requires prior specific permission and/or a fee.
TADDS ’12 December 17 2012, Roma, Italy
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Communication and Privacy in Dynamic
Message-Passing Systems
Dariusz R. Kowalski
University of Liverpool
United Kingdoms

D.Kowalski@liverpool.ac.uk

ABSTRACT

privacy. In highly dynamic systems, it cannot be easily achieved
by simply applying known cryptographic methods, as it may
compromise the communication cost. Therefore, lighter methods
assuring privacy should be considered first. A possible approache
would be to implement privacy on the top of efficient protocols
guarantying a desired Quality of Delivery, for example, the one in
the continuous gossip problem. Unfortunately, as a result of
collaboration, processors may receive information that was not
originally intended for them. For example, a processor may act as
a relaying node for some sets of sources and destinations
throughout the collaboration process. This may compromise
confidentiality of propagated information. Ideally, only processors
that were originally intended to receive a rumor, i.e., those in the
destination set of this rumor, should be allowed to learn it. We
show, however, that if only processors in a rumor’s destination set
participate in spreading that rumor, relatively high message
complexity is inevitable.

Dynamic large scale systems pose a great challenge to designers
of efficient communication algorithms. Processors cannot rely any
more on the gathered knowledge, as it may be entirely inadequate
to the current state of the system and to the incoming events. They
should not send too many messages either, to avoid buffer
overflow. Therefore, one of the natural questions could be: what is
the tradeoff between the Quality of Service guaranteed by a
communication protocol and its communication complexity?
An example of such Quality of Service is specified in the
continuous gossip problem. In this problem, the goal is to deliver
each rumor to the destinations that are continuously alive
throughout the living period of the rumor, that is, from the time
the rumor arrives at its source processor until the deadline or the
source crash. This Quality of Service, also called in this context a
Quality of Delivery, resembles a simplified version of peer-topeer Twitter-like service without a long-term storage. Each rumor
arriving at a processor is parametrized by its set of destination
processors and by its deadline. Processors can leave/crash and
restart at arbitrary times. It can be proved that the number of
point-to-point messages that need to be sent per one
communication round by a protocol satisfying the above Quality
of Delivery depends on the shortest deadline of a packet. It can
also be shown that for deadlines that are at least polylogarithmic
with respect to the size of the system (i.e., the upper bound on the
number of participants), requires only a polylogarithmic sample of
point-to-point messages to be sent by a processor per round, on
average. This assures good level of scalability, as polylogarithmic
numbers are commonly understood as “reasonably small”
numbers. This performance is achieved by assuring a sufficient
level of collaboration between participating processors on
spreading “admissible” rumors. The tricky part is that until the
rumor is delivered or expired or its source is crashed, a processor
does not know whether the rumor is “admissible” or not, but
despite of that knowledge an efficient collaboration is still
possible.

Therefore, an alternative would be to consider a scheme in which
each rumor is broken into multiple fragments using simple
coding: any given fragment provides incomplete information
about the rumor, while together they allow the original rumor to
be reassembled. The processors collaborate in disseminating the
rumor fragments while ensuring that no processor receives all the
fragments unless it is in that rumor’s destination set. In addition,
the presented scheme can tolerate a moderate amount of collusion
among “curious processors” without substantial increase of the
communication cost..

Another desired property of dynamic distributed systems is

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that
copies bear this notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to redistribute to lists,
requires prior specific permission and/or a fee.
TADDS ’12 December 17 2012, Roma, Italy
Copyright 2012 ACM 978-1-4503-1849-5/12/12 ...$15.00.
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Distributed Computing in Fault-Prone Dynamic Networks
Philipp Brandes

Computer Engineering and Networks Lab (TIK)
ETH Zurich

pbrandes@ethz.ch

ABSTRACT
Dynamics in networks is caused by a variety of reasons, like
nodes moving in 2D (or 3D) in multihop cellphone networks,
joins and leaves in peer-to-peer networks, evolution in social
networks, and many others. In order to understand such
kinds of dynamics, and to design distributed algorithms that
behave well under dynamics, many ways to model dynamics
are introduced and analyzed w.r.t. correctness and efficiency
of distributed algorithms. In [16], Kuhn, Lynch, and Oshman have introduced a very general, worst case type model
of dynamics: The edge set of the network may change arbitrarily from step to step, the only restriction is that it is connected at all times and the set of nodes does not change. An
extended model demands that a fixed connected subnetwork
is maintained over each time interval of length T (T -interval
dynamics). They have presented, among others, algorithms
for counting the number of nodes under such general models
of dynamics.
In this paper, we generalize their models and algorithms
by adding random edge faults, i.e., we consider fault-prone
dynamic networks: We assume that an edge currently existing may fail to transmit data with some probability p.
We first observe that strong counting, i.e., each node knows
the correct count and stops, is not possible in a model with
random edge faults. Our main two positive results are feasibility and runtime bounds for weak counting, i.e., stopping
is no longer required (but still a correct count in each node),
and for strong counting with an upper bound, i.e., an upper
bound N on n is known to all nodes.

1.

INTRODUCTION

Dynamic networks have received a lot of attention in the
recent past. They appear in di↵erent scenarios like nodes
moving in 2D (or 3D) in multihop cellphone networks, joins
and leaves in peer-to-peer networks, evolution in social net⇤
This work was partially supported by the German Research
Foundation (DFG) within the Collaborative Research Centre On-The-Fly Computing (SFB 901).

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
TADDS ’12 December 17 2012, Roma, Italy
Copyright 2012 ACM 978-1-4503-1849-5/12/12 ...$10.00.

⇤

Friedhelm Meyer auf der Heide

Heinz Nixdorf Institute & Department of
Computer Science
University of Paderborn
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works, and many others. In order to understand such kinds
of dynamics, and to design distributed algorithms, many
ways to model dynamics are introduced and analyses w.r.t.
correctness and efficiency of distributed algorithms. In [16],
Kuhn, Lynch, and Oshman have introduced very general,
worst case type models of dynamics. In their basic model,
the set of edges of the network may change arbitrarily from
step to step, but a connected graph must be maintained.
The node set does not change, will always have n elements.
An extension of this model demands that a fixed connected
subnetwork is maintained over each time interval of length T
(T -interval dynamics). They presented, among others, algorithms for counting the number of nodes under such general
2
models of dynamics, and prove an O( nT + n) bound for the
number of steps needed.
Counting is a very basic task and a requirement for many,
more complex tasks like, e.g., the all-to-all token dissemination in which every node starts with exactly one token
which has to be spread to every other node in the network.
Without a correct count, the nodes cannot know whether
they have received every other token.
The aim of this paper is to extend the above-mentioned
models of dynamics from [16] by introducing random edge
faults, i.e., by assuming (besides the topology changes as in
their models) that, in each step, each edge may fail with
some probability p. Our main contributions are impossibility results and algorithms for distributed counting under
T -interval dynamics and random edge faults.

1.1

Further Related Work

Dynamic networks have been in the focus for some time
now. Usually these networks are not allowed to be fully
dynamic in the sense as described above. One common constraint is that every edge that existed reappears infinitely
often which is used e.g., in [4]. A more specific variant is
requiring some sort of periodicity as in [8] or in [9] for network exploration. The notion closest to ours is used in [17,
20] requiring connectivity in every round but has no further
constraints in which some basic results for this type of network are shown. A network property similar to T -interval
dynamics is introduced in [14]. A unifying framework for
time-varying graphs is presented in [5]. Broadcasting in dynamic networks has also been considered in radio networks
where interference comes into play [6].
There is already some work on counting and information
dissemination. An overview is in [10] and more recently in
[2]. General works in the area of distributed algorithms are
[18, 22]. Information spreading has been considered as part

of gossiping algorithm, e.g., in [12] where only one message
has to be spread throughout the network.
Somewhat related is gossip-based information aggregation
in [13], but they assume a random process to model dynamics. Information aggregation in a static network has been
studied as well, e.g., in [15, 19, 21]. This allows to compute any function, depending on some initial values, at one
node. Edge failures and leaves/joins of nodes are considered
in [18] and [2]. The concept of eventual stabilization and
self-stabilizing algorithms is used in [1, 3, 11]. An overview
can be found in [7]. In these scenarios the network stops
changing at some point. Thus, the algorithms are only required to compute their result from an arbitrary starting
point but in a static environment.

1.2

Our Contributions

In this paper we extend the T -interval dynamics by introducing random edge faults, i.e., each edge of the current
graph may fail temporarily (i.e., in the current step) with
some probability p < 1, where p is known to all nodes. We
di↵erentiate between two notions of distributed counting:
Strong Counting An algorithm for strong counting has a
runtime bound t(n) such that each node stops with the
correct count n within t(n) steps.
Weak Counting An algorithm for weak counting has a
runtime bound t(n) such that each node has the correct count n after t(n) steps, but the execution of the
algorithm does not necessarily stop.
We assume that, in case of random edge faults, the runtime bounds is always guaranteed, but the correctness (”all
nodes know the correct count n”) only holds with some high
probability.
Due to space limitations, we will only consider T -interval
dynamics. The simpler algorithms (both with and without
random edge faults) for the basic model (1-interval dynamics) are not mentioned here. The specializations of the results mentioned below for T = 1 yield similar results.
In [16] it is shown that strong counting in fault-free networks
⇣ under
⌘ T -interval dynamics can be done in time t(n) =
O

n2
T

+n .
In this paper we show the following results. Let us first
assume that p is known to the nodes.
• Strong counting is not possible, if there are random
edge faults, even in static networks.
• Weak counting is possible under T -interval dynamics and random edge faults with failure
probability
!
✓
◆2
log T
n2
1
p 2 (0, 1) in O T · log( 1 )
if p > T1 , and
1 p
p
⇣ 2⌘
O nT else.
• Strong counting is possible under T -interval dynamics and random edge faults with failure probability
p 2 (0, 1) if the nodes know an upper bound N on
the number n of nodes. The runtime t(n, N ) is by an
additive term O(log( p1 )·n·log(N )) larger than for weak
counting.

1.3

Organization of the Paper

In Section 2, the models and the algorithms for counting
by Kuhn, Lynch, and Oshman are introduced. In Section
3, we observe that strong counting is no longer possible if
random edge faults are allowed. In Section 4, we present
and analyze a modified version of the disseminate procedure
from [16] which can cope both with T -interval dynamics and
random edge faults. Section 5 presents our two counting
algorithms, Section 5.1 considers the case ”p is unknown”.

2.

THE DYNAMIC NETWORK MODELS BY
KUHN, LYNCH, AND OSHMAN

In this section we formally describe the models for dynamic networks introduced in [16] and sketch their algorithms used to solve the counting problem.
We consider a network with a set of n nodes each with a
unique identifier (UID). The topology of this network can be
changed by an adversary in every step, the only restriction
is that it has to be connected at all times. In a step, each
node broadcasts some message to its neighbors. A message
is short, may consist of at most a constant number of UIDs.
The nodes broadcast without any information about their
neighbors; no neighborhood discovery is used. A more restricted model for dynamics is T -interval dynamics: in every
time interval of length T , a stable connected subgraph persists. A major contribution of [16] is to demonstrate how to
use this restriction on dynamics for speeding up distributed
counting.

2.1

Distributed Algorithms for Counting

In this subsection we briefly describe the distributed algorithm for counting the number n of nodes under T -interval
dynamics described in [16]. This algorithm, which is executed by every node, consists of two building blocks, namely
the procedures k-Committee Election and k-Verification.
k-Committee Election partitions the node set in committees, i.e., nodes which have chosen the same committee UID
(C-UID), each committee of size at most k. Further, if
k
n, then there is only one committee and each node
knows all n UIDs.
k-Verification starts with a partition of the node set produced by k-Committee Election. Every node v knows k and
has a binary variable xv initially set to 1. If there is only one
committee, all xv remain unchanged. If there is more than
one committee, all xv will be 0 at the end of the procedure.
The counting algorithm now starts with k = 2 and doubles
k in each iteration. For each such k, it executes k-Committee
Election followed by k-Verification. The next iteration only
starts if xv = 0 holds for all nodes v. By the above, the
algorithm stops as soon as k
n. In this situation, each
node outputs the number of UIDs it knows. By the description above, this means that each node outputs the correct
number n of nodes.
k-Verification executes k steps. In each step, each node
v with xv = 1 broadcasts its C-UID. If it hears from some
neighbor a di↵erent C-UID or the special symbol ?, it sets
xv to 0 and broadcasts ? from now on. The correctness is
shown in [16].
k-Committee Election is based on the procedure Disseminate (A, k) [16]. Here A is a set of at least T UIDs,
arbitrarily distributed among the nodes; k is a positive integer known to all nodes. Disseminate(A, k) then makes sure

that each of the T smallest of the UIDs from A is known
to at least k nodes. In particular, if k
n then all nodes
know at least the T smallest UIDs from A. The original procedure Disseminate(A, k) is equivalent to Algorithm 1 with
l = Tk and x = 1 and thus contains two loops. The set A
contains all the UIDs the node knows whereas S denotes all
the UIDs, which it has already broadcast in this inner loop.
Thus, after each step the set A gets updated with the newly
received UIDs. To the set S the most recently broadcast
value is added. Thus, in each step the smallest value, which
has not already been sent in this execution of the loop, is
selected and broadcast.
In [16] it is shown that this algorithm correctly executes
Disseminate(A, k) and needs dk/T e · 2T (parallel communication-) steps, in each of which only single UIDs are broadcast by the nodes.
k-Committee Election can be done by repeatedly executing Disseminate(A, k) two times. First, the T smallest UIDs
of nodes not yet in a committee are broadcast to k nodes.
Afterwards, each node whose UID is the smallest it knows,
invites T nodes to join its committee. For this, it forms T
tokens of the kind (a, b), where a is its own UID and b a
UID it knows. A node with UID b that receives at least one
token of the form (a, b) joins the committee of the node a –
if there are several candidates for a, choose the smallest. We
repeat the two executions of Disseminate(A, k) dk/T e times
to allow the leader to issue up to k invites. A node that
does not receive any token, forms its own committee. This
procedure creates committees of size at most k. Further,
if k
n, then there is only one committee and each node
knows all n UIDs.

3.

STRONG COUNTING IS NOT POSSIBLE
UNDER RANDOM EDGE FAULTS

In this section we observe that the strong counting result
from [16] is impossible if we allow random edge-faults, even
in static networks.
Theorem 1. Strong counting with (known) edge-failure
probability p 2 (0, 1) is not possible, even if we only demand
constant success probability.
Proof. Assume there is a strong counting algorithm with
runtime bound t(n) that counts correctly with success probability at least 1 e 1 > 0, given edge-failure probability
p 2 (0, 1). Now we fix some n and consider a ring of size
2T (n). We say that a pair of edges (e1 , e2 ) is in distance n
if its removal results in two paths one of which has n nodes.
If we choose T (n) ( p1 )2t(n) , the following holds:
1

Claim 1. With probability at least 1 e > 0, there is
a pair of edges (e1 , e2 ) in distance n which is faulty during
the first t(n) steps.
Proof. The probability that a fixed pair of edges is faulty
during the first t(n) steps is p2t(n) . As there are T (n) pairwise disjoint pairs of edges in distance n, we may conclude:
Pr(9 a pair of edges (e1 , e2 ) in distance n which is faulty
during the first t(n) steps) 1 (1 p2t(n) )T (n) 1 e 1 >
0.
Now consider the path P of length n between such two
edges. The nodes in P never have contact to nodes outside
P during the first t(n) steps. Thus, they will stop and output

the wrong count n after t(n) steps, a contradiction to the
correctness of the count.

4.

DISSEMINATION UNDER T -INTERVAL
DYNAMICS AND EDGE FAULTS

The contribution of this section is to introduce a modified
version of the procedure Disseminate(A, k) that can cope
with random edge faults for any connectivity parameter T .
Assume such faults appear with some probability p which is
known to the nodes. The task of Disseminate(A, l, x) is to
perform s-dissemination for some number s, i.e., to disseminate each of the s smallest UIDs from A to at least min{k, n}
nodes. The procedure uses two integer-valued parameters x
and l, with x < T and extends the original one in the following respects:
• The outer loop is executed l times instead of

T
k

times.

• In each execution of the inner loop, Line 7-9 is executed
x times instead of just once, each time with the same
UID b to be broadcast. (Reducing the failure property
of a transmission along an edge from p to px .)
instead of 2T rounds.
• The inner loop only consists of 2T
x
(Ensuring that an execution of the inner loop has 2T
steps, i.e., a stable connected subgraph is present in the
(underlying, fault-free) graph during the whole execution of the inner loop.)
The pseudo-code can be seen in Algorithm 1. Our first task
Algorithm 1 Procedure Disseminate(A, l, x)
1: S
;
2: for i = 1, . . . , l do
3:
for r = 1, . . . , 2T
do
x
4:
if S 6= A then
5:
b
min (A \ S)
6:
for k = 1, . . . , x do
7:
broadcast b
8:
receive b1 , . . . , by from neighbors
9:
A
A [ {b1 , . . . , by }
10:
end for
11:
S
S [ {b}
12:
end if
13:
end for
14:
S
;
15: end for
will be to provide suitable values for l and x, i.e., for the
number of runs of the two loops, so that high success probability for the Disseminate procedure is guaranteed. For
some ”easy” combinations of p and T , the choices l = T /k
and x = 1, i.e., the original algorithm for the fault-free case,
is good enough. For other combinations of p and T we will
derive suitable choices for l and x. These results are then
applied to counting in Section 5. These results assume p to
be known to the nodes.
Notations: We refer to the i’th execution of the inner loop
as the i’th run. A run consists of 2T
rounds, each of which
x
consists of x steps. Gi denotes the stable connected graph
that exists during the whole i’th run.
In order to prove our results, consider the i’th run of the
procedure and a UID b⇤ which is among the s smallest not

for this sequence in the same way as we defined X1 , · · · , Xl
for the (random) family A1 , · · · , Al before. Clearly, Pr(X1S ^
Q
2
· · · ^ XlS ) = li=1 Pr(XiS ) = (1 px )2s ·l . As this identity
holds for every such family, it also holds for the family produced by a run of the dissemination procedure.

Figure 1: Nodes from set Ai are striped and nodes
from the set N (Ai ) in white, other nodes in black.
The edges from E(Ai ) in black and other edges in
gray.

Theorem 2. If p > T1 , then the procedure Disseminate
T
(A, l, x) executes s-dissemination for s = 2 log(T
log( p1 ) with
)
k

probability
at least 1◆ e 2T . It obeys the runtime bound
✓
(log T )
O k · (log( 1 )) · 1 1 p . If p  T1 , then it executes s-dissemip

yet disseminated at the beginning of this run. We want to
define a condition which is sufficient to guarantee that in
this run, at least s new nodes are informed about b⇤ .
In order to define such a sufficient condition, let Ai denote
the set of nodes informed about b⇤ at the beginning of the
i’th run. Let E(Ai ) be some fixed set of s edges of Gi so
that each connected component of E(Ai ) contains at least
one node from Ai . Consider a set N (Ai ) of min{s, n |Ai |}
nodes that are incident to E(Ai ) but not in Ai .Note that
such a set always exists, and that each node of N (Ai ) is connected to some node in Ai via some path composed of edges
from E(Ai ). Examples are shown in Figure 1. Consider
the binary random variable Xi which is true if each edge
e 2 E(Ai ) is fault-free in at least one of the x steps of each
of the first 2s rounds of the i’th run. With this notation,
the following lemma gives the desired sufficient condition.
Lemma 1. If Xi is true, then all min{s, n |Ai |} nodes
from N (Ai ) are informed about b⇤ during the i’th run.
Proof. If Xi is true, then each transmission of b⇤ along
an edge e 2 E(Ai ) in one of the first 2s rounds is successful,
because at least one of the x attempts is successful. A proof
analogous to the one for Lemma 6.1 from [16] shows that b⇤
is forwarded along all these edges within the first 2s rounds.
Thus, all min{s, n |Ai |} nodes from N (Ai ) are informed
about b⇤ after these 2s rounds.
It is easy to calculate the probability that Xi holds.
Lemma 2. Assume T
(i) For p >

1
T

, Pr(Xi )

log( p1 ) and x = 2 ·
(ii) For p 

1
T

, Pr(Xi )

1

(1 p)) holds, if s =

log(T )
1).
log( p
1
e 1
2

Proof. Clearly, Pr(Xi ) = (1
2

T
·
2 log(T )

holds for x = 2 and s =

T
2

.

2

px )2s .
2 x
1 x
x ( p ) (2s p )

Thus, Pr(Xi ) = (1 px )2s
(1 p )
(e 1 (1
2s2 px
1
2s2 px
p ))
(e (1 p))
. Using that for all y 2 (0, 1),
(1 y)1/y e 1 (1 y) holds. If p > T1 , the choices of x and
s from (i) therefore imply that Pr(Xi ) (e 1 (1 p)). The
result for p  T1 follows similarly.
x

The following observation allows us to apply Cherno↵
bounds.
Lemma 3. The random variables X1 , · · · , Xl are independent.
Proof. Fix an arbitrary family S
the node set V . Define the random

of subsets A01 , · · · A0l of
variables X1S , · · · , XlS

e

k
2T

obeying

Proof. Choose l = lk := 2 · 1 1 p · e · ks and define X :=
Xi .
Then Lemma 2 yields that E(X)
2 · ks . As shown in
Lemma 3, we may apply the Cherno↵ bound. Choosing
k
✏ = 12 , we obtain: Pr(X  ks )  Pr(X  12 E(X))  e 4s 
P
e

k
2T

.
Plugging in the values for s from Lemma 2 yields the theorem. Let us remark that the spreading of di↵erent messages
can, as in [16], be considered independent of each other.

5.

COUNTING UNDER T -INTERVAL DYNAMICS AND EDGE FAULTS

In this section, we present our two counting algorithms.
Weak counting is easy: Running the modified procedure
Disseminate(A, l, x) for ks times results in a k-dissemination.
Now running this k-dissemination for k = 2, 4, 8, . . . guarantees that, as soon as k n, all nodes know all UIDs and can
output the correct count n. Using Theorem 2 yields:
Theorem 3. The above procedure executes weak counting. If p > T1 , then all node
! output the correct count n after
✓
◆2
2
log T
O nT · log(
· 1 1 p steps. If p  T1 , they do so af1)
p
⇣ 2⌘
ter O nT steps. The bounds hold with probability at least
1

2.
(e

nation for s = T2 with probability at least 1
the runtime bound O(k).

e

n
2T

.

Now we show that strong counting is possible if the nodes
know an upper bound N on the number n of nodes. We
follow the algorithm from [16]. As sketched in Section 2,
the k-dissemination used for weak counting can also be used
for creating k-committees. Thus, in order to follow the algorithmic idea from [16], we need a k-Verification that can
cope with edge faults.
Lemma 4. Assume that some number N
n is known
to all nodes. Let ↵ > 1. Then, running k-Verification for
log N
N
( log( log
1)= O(k · log(
1 )(↵+2)) + 1)(k
1 ) ) steps yields:
p

p

• If k < n then, with probability
1 n ↵ , all nodes
v finally know that there is more than one committee.
(xv = 0).
• If k
n, then all nodes v know finally that there is
only one committee (xv = 1).
Proof. The second claim is clear.

Let k < n. Consider a fixed committee C of size k0  k.
During the execution of the algorithm, we always refer to C
as the subset of the original set C which consists of those
nodes that have not yet heard about another committee. In
the fault-free case, C shrinks in every step, as long as C is not
empty. This holds because, in each step, the current graph
contains an edge that connects some node of the current
C to some node outside the current C. Thus, in case of
random edge-faults, in each step t in which C 6= ; holds,
Pr(C does not shrink in step t)  p. Thus,




Pr(C 6= ; after c(k0 1)steps)
Pr(There are at least c(k0 1)

(k0

1)

steps, in which C 6= ; and does not shrink)
!
0
0
c(k0 1)
· pc(k 1) (k 1)
0
0
c(k
1) (k
1)
(c · e · pc

1

).

log N
Now we choose c = ( log(
1 ) )(↵ + 2) + 1. Then, for suffip

ciently large N , Pr(C 6= ; after c(k 1) steps)  n (↵+1) .
(For the calculation consider the cases p  12 and p > 12 ,
and assume that N
log( p1 ).) As we only have at most n
committees, the union bound yields the desired result.
Now we can repeat k-Committee Election and k-Verification for k := 2, 4, 8, . . . until k
n. The argumentation
from Section 2 ensures that now all nodes v have the correct
count n and finish the last verification with xv = 1. Thus
the algorithm stops. Combining the runtime bounds from
Theorem 3 and the above lemma yields our result about
counting with an upper bound.
Theorem 4. If an upper bound N on the number n of
nodes is known to all nodes, then strong counting can be
2
log T 2 1
done. If p > T1 , then it needs runtime O( nT · ( log(
1)) 1 p +
p

2

log( p1 ) · n · log(N )). If p  T1 , then runtime O( nT + log( p1 ) ·
n · log(N )) suffices. The bounds hold with probability at least
1 n ↵.

5.1

p Unknown
If the nodes do not know the error probability p, strong
counting is not possible, even if an upper bound N on n is
known. But we have the following positive result.
Theorem 5. With an additional log(n) factor, weak counting can still be performed with a modified version of our algorithm above if p is unknown.

6.
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APPENDIX
Counting Under T -Interval Dynamics and Edge
Faults with p Unknown
For completeness’ sake we extend Subsection 5.1. Let us
first elaborate on the impossibility of strong counting.
Theorem 6. If p is unknown, strong counting is not possible, even if an upper bound N on n is known (and the
runtime bound depends on n and N ).
Proof. (sketch) Assume time bound t(n, N ) and choose
1
n = 2. If 1 p ⌧ t(2,N
, the edge connecting the two nodes is
)
faulty during the whole computation, with high probability
and thus the nodes would output the incorrect value.
We now state a slightly more detailed version of Theorem
5.
Theorem 7. Weak counting with p unknown is possible.
If p > T1 , then all node output!the correct count n after
✓
◆2
2
log T
O nT · log(
· 1 1 p · log(n) steps. If p  T1 , they do
1)
p
⇣ 2
⌘
so after O nT · log(n) steps. The bounds hold with probability at least 1

e

n
2T

.

Proof. We will now sketch an algorithm that allows for
weak counting under T -interval dynamics and random edge
faults, even if p is unknown to the nodes. Note that our modified disseminate procedure from Section 4 uses the knowledge of p for determining the value x that tells how often
an attempt to broadcast an item is repeated in the inner
loop or, equivalently, how s ⇡ Tx is chosen. Our approach
is to test, for every estimate k = 1, 2, 4, . . ., some values k0
also as powers of 2. This means we have log(k) values for
02
k0 . Afterwards, choose p0 such that k = ks2 · 1 1p0 · T holds.
These pairs are chosen sequentially. We execute dissemination with k0 = 2, 4, 8, . . . and the corresponding value for p0 .
As soon as k0 > n and p0 > p, our algorithm will output
the correct count, w.h.p. This yields: If p is not known to
the nodes, it is possible by enumerating over di↵erent pairs,
02
n0 , p0 such that k = ns2 · 1 1 p · T and using powers of 2 for
k, to perform weak counting in weak counting can be per2
log T 2 1
formed w.h.p. in time O(( nT · ( log(
1 ) ) 1 p · T ) · log n) if
⇣⇣ 2
⌘ p ⌘
n
p > T1 , and in time O
· 1 1 p · log n if p  T1 .
T
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ABSTRACT
The graph decomposition problem consists of dividing a
graph into components, patterns or partitions which satisfy some specifications. In this paper, we give interest to
graph decomposition into particular patterns: disjoint paths
of length two. We present the first Self-stabilizing algorithm
for finding a Maximal Decomposition of an arbitrary graph
into disjoint Paths of length two (SMDP). Then, we give
the correctness proof and we show that SMDP converges in
O( m) moves where m is the number of edges and
the
maximum degree in the graph G.

Categories and Subject Descriptors
C.2.1 [Computer communication networks]: Network
Architecture and Design; C.4 [Performance of systems]:
Fault tolerance; G.2.2 [Mathematics of Computing]: Graph
Theory—Network problems

General Terms
Algorithms, Theory, Reliability

Keywords
Self-stabilizing algorithms, Graph decomposition, Small paths.

1.

INTRODUCTION

The notion of self-stabilization was introduced by Dijkstra
[4]. A system is self-stabilizing if it can start from any possible configuration and converge to a desired configuration in
finite time by itself without any external intervention. Convergence is also guaranteed when the system is a↵ected by
transient faults. Each node has only a partial view of the
system, called the local state. The node’s local state includes
the state of the node itself and the state of its neighborhood.
Based on its local state, a node can decide to make a move.
Therefore, self-stabilizing algorithms are given as a set of
rules of the form [If p(u) Then M ], where p(u) is a predicate over its variables and those of its neighbors and M is a
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move. A rule is enabled in some configuration if its predicate
is true. In this case, the node i is called a privileged/active
node if it has at least one enabled rule.
Many self-stabilizing algorithms were proposed in graph
theory like self-stabilizing algorithms for finding specific graph
parameters including minimal dominating sets, maximal
matchings, independent sets [6], spanning trees [3], etc. The
graph decomposition problem is defined on a graph G =
(V, E), where V is the set of nodes and E is the set of edges,
such that it is possible to devide the graph G into smaller
components with some specific properties. These properties
are often defined on the size of the partitions, on their shape
or both (patterns).
The problem of graph decomposition has several applications including scientific computing, scheduling, communities detection and load balancing in distributed systems [1,
9, 10].
In the literature, some work were proposed for graph decomposition problems according to the self-stabilization
paradigm. In [2], F. Belkouch et al. considered a particular
graph decomposition problem according to the size partition
property. Authors proposed an algorithm that allows to decompose a graph into k partitions of order k. According
to the shape of partitions, H. Ishii et al. propose a selfstabilizing algorithm for graph decomposition into maximal
cliques [7] with complexity at most O(n4 ) under central daemon.
The algorithms cited above consider graph decomposition
into some particular subgraphs where either particular shape
is needed or particular number of nodes is needed in each
partition. In this paper, we give interest to graph decomposition into particular patterns where both shape and number of nodes in partitions are imposed. One famous problem
which can be related to graph decomposition into particular patterns is the problem of finding maximal matching in
graphs. This problem consists in finding maximal decomposition of the graphs into independent edges. In this mind,
several self-stabilizing algorithms were proposed for maximal matching. [6] presents a survey of these algorithms.
Recently, in [8], the authors focused on the particular pattern which is triangle and proposed a self-stabilizing algorithm for finding maximal partitioning of an arbitrary graph
into disjoint triangles. The proposed algorithm converges in
O(n4 ) under unfair central daemon.
In the same context, the purpose of this paper is to develop a self-stabilizing algorithm for graph decomposition
into other particular pattern which is a path of length two.
The problem of graph decomposition into disjoint paths of

length two could be considered as an extension of the classical matching problem (decomposition into paths of length
one).
The rest of this paper is organized as follows: the next section presents the used model and some definitions. In Section 3, we give a self-stabilizing algorithm for graph decomposition into disjoint fixed length paths. We then present
the correctness proof of our algorithm in Section 4, and the
convergence and the complexity proofs in Section 5. Finally,
Section 6 gives the conclusion of this work.

2.

SYSTEM MODEL AND DEFINITIONS

Self-stabilizing algorithms can be designed according to
di↵erent daemons, also called schedulers. There are two
types of daemons which are often assumed in the literature
of self-stabilizing algorithms: (I) Centralized type. At each
step, the centralized daemon selects only one privileged node
arbitrarily, and the selected node makes a move. (II) Distributed type. At each step, the distributed daemon selects
an arbitrary non-empty set of privileged nodes, and the selected nodes make their moves simultaneously.
The algorithms are designed assuming a specific daemon.
An algorithm designed for one daemon may not work under another daemon. Thus, in order to simplify algorithm
development, some mechanisms, called Transformers of selfstabilizing algorithms from some daemons into other daemons have been proposed in the literature. A good taxonomy of existing daemons and transformers were presented
in [5].
In this paper, we assume the unfair central daemon, meaning that, there is no restriction on the fairness. This kind
of daemon can be considered as an adversary against the
stabilization of the algorithm.
We mean by graph an undirected connected graph. So,
the system is represented by a graph G = (V, E), such that
V is a set of nodes and E is a set of edges. We assume that
each node has an unique id which is locally distinct. We
denote by N (i) the open neighborhood of the node i.
The problem of graph decomposition into fixed path of
length 2 is defined as follows:
Definition 1: Decomposition into fixed paths of lenght
two (DP ) of a graph G(V, E) is then a set of disjoint subsets
Pi of nodes such that each subset Pi forms a path of length
2 and 1 6 i 6 b n3 c. Since, the subsets Pi are disjoint, each
node v in the graph G can belong to at most one partition
(path). The decomposition into paths of G is called maximal (MDP) i↵ there are no i, j, k 2 V : {i, j, k} * DP and
(i, j), (i, k) 2 E.

3.

ALGORITHM

The main idea of the proposed algorithm can be summarized as follows: each node i, in the graph G, maintains a
list of pointers L(i) that defines the neighbors of i in the
path to which node i may belong. We say L(i) is valid, if
0 6 |L(i)| 6 2 such that L(i) contains only pointers (id) to
neighbors of i (L(i) ✓ N (i)) and doesn’t contain duplicate
id. So, it is possible that at the starting of the system, the
list is not valid, however, it is easy to add a rule that forces it
to become valid. For this raison, and to simplify the description of the algorithm, we assume that the lists are valid. The
proposed algorithm allows the nodes to coordinate between
them to obtain disjoint paths of length 2.

Definition 2: We say a node i is a center node when i
points to two neighbors (j and k) and each of j, k points i.
Formally L(i) = {j, k} ^ (L(j) = {i} ^ L(k) = {i}. We also
call the nodes j and k leaf nodes.
We propose a self-stabilizing algorithm for decomposition
of an arbitrary graph into disjoint paths of lenght 2, called
SMDP, which uses three boolean variables and a function
m(i):
• s(i) meaning that the node i belongs to a path. s(i) =
1 (resp. 0) when node i belongs to a path (resp. does
not belong to a path).
• q(i) is defined as follows:
⇢
1 if |{j 2 N (i) ^ s(j) = 0}| < 2
q(i) =
0 else.
• single(i) which means that the node i can not be a
center node.
We denote by m(i) the function which returns the minimum i’s neighbor j such that single(j) = 0 and s(j) = 0,
formally
m(i) = min{j 2 N (i) : s(j) = 0 ^ single(j) = 0}
The proposed algorithm is composed of seven Rules which
are guarded by seven predicates. The Rule R1 allows a node
i to invite a neighbor j to be center node such j = m(i). The
Rule R2 allows a node i to accept invitation of two neighbors (j and k) by pointing them and updating his value
of s(i) = 1. The Rules R3 and R4 allow a node i to withdraw his invitation when one of Predicate1(i), Predicate2(i),
Predicate3(i) or Predicate4(i) is true. The Rule R5 and R6
allow a node i to update his value of s(i) and the R7 to update the value of single(i) with which i informs his neighbor
if i can be a center or not. Note that the value of single(i)
is updated only when s(i) = 0.
The algorithm SMDP uses the following predicates to verify the correct values of the pointer list L(i) and the variable
s(i) for each node i in the graph G.
• Predicate1(i) ⌘ 9j 2 N (i) :
L(i) = {j} ^ s(j) = 1 ^ (i 2
/ L(j) _ |L(j)| = 1);
• Predicate2(i) ⌘ 9j 2 N (i) :
L(i) = {j} ^ s(j) = 0 ^ single(j) = 1;
• Predicate3(i) ⌘ 9j 2 N (i) :
L(i) = {j} ^ s(j) = 0 ^ j 6= m(i);
• Predicate4(i) ⌘ 9j, k 2 N (i) :
L(i) = {j, k} ^ (L(j) 6= {i} _ L(k) 6= {i});
• Predicate5(i) ⌘ 9j 2 N (i) :
L(i) = {j} ^ |L(j)| = 2 ^ s(j) = 1 ^ i 2 L(j));
• Predicate6(i) ⌘ 9j, k 2 N (i) :
L(i) = {j, k} ^ (L(j) = {i} ^ L(k) = {i});
• Predicate7(i) ⌘ 9j 2 N (i) :
L(i) = {j} ^ (i 2
/ L(j) _ |L(j)| = 1 _ s(j) = 0);

The proposed Algorithm is described as follows:

Algorithm 1 Algorithm SMDP
Require: input arbitrary Graph G
Ensure: output Graph Decomposition into disjoint Paths
R1 [Invitation]: /* i intends to be a leaf node */
If s(i) := 0 ^ single(i) = q(i) ^ L(i) = ^ (9j 2 N (i) : j =
m(i)) ^ (@j 0 , k0 2 N (i) : L(j 0 ) = L(k0 ) = {i} ^ j 0 6= k0 )
then L(i) = m(i);
R2 [Acceptation]: /* i accepts to be a center node */
If s(i) := 0 ^ single(i) = q(i) ^ |L(i)| 6 1 ^ ¬P redicate5(i) ^
(9j, k 2 N (i) : L(j) = {i} ^ L(k) = {i} ^ j 6= k)
then L(i) = {j, k} ^ s(i) := 1;
R3 [Withdrawal1]: /* the node i withdraws his invitation
when it is an incorrect leaf */
If s(i) := 0 ^ single(i) = q(i) ^ |L(i)| = 1 ^ (P redicate1(i) _
P redicate2(i) _ P redicate3(i)) ^ (@j, k 2 N (i) : L(j) = L(k) =
{i}) then L(i) = ;
R4 [Withdrawal2]: /* the node i withdraws its invitation
when it is an incorrect center */
If s(i) := 0 ^ single(i) = q(i) ^ |L(i)| = 2 ^ P redicate4(i) then
L(i) = ;
R5 [Update1]: /* the node i informs its neighbors that it
belongs to a path */
If s(i) := 0 ^ single(i) = q(i) ^ (P redicate5(i) _ P redicate6(i))
then s(i) := 1;
R6 [Update2]: /* the node i informs its neighbors that it is
not yet belonging to a path */
If s(i) := 1 ^ (L(i) = _ P redicate4(i) _ P redicate7(i)) then
s(i) := 0;
R7 [Update3]: /* updating the value of single (i) */
If s(i) := 0 ^ single(i) 6= q(i) then single(i) = q(i);

4.

CORRECTNESS PROOF

Lemma 1: When the algorithm SMDP stabilizes, 8i 2 V ,
if s(i) = 0 then single(i) = q(i).
Proof: We proof by contradiction. The algorithm stabilizes
(i.e. all Rules are not activated) and there exists a node i
such s(i) = 0 ^ single(i) 6= q(i). In this case, the Rule R7 is
activated, so contradiction with our assumption. Thus when
the system stabilizes, each node i in the system such that
s(i) = 0 has a correct value of the variable single(i).
Lemma 2: When the algorithm SMDP stabilizes, 8i 2 V ,
if s(i) = 1 then |L(i)| 6= 0.
Proof: We prove this Lemma by contradiction. The algorithm is stabilized and 9i 2 V : s(i) = 1 and |L(i)| = 0. The
algorithm is stabilized means that all Rules are not activated. So we have s(i) = 1 and |L(i)| = 0, then the Rule R6
is activated to change the value of s(i) to 0. Contradiction
with our assumption.
Lemma 3: When the algorithm SMDP stabilizes, 8i 2 V
if |L(i)| = 2 then s(i) = 1.
Proof: We prove this Lemma by contradiction. Suppose
that the algorithm stabilizes, 9i 2 V : |L(i)| = 2 and s(i) =
0. By Lemma1, single(i) = q(i). In this situation, we have
two cases:
(1) L(i) = {j, k} ^ (L(j) 6= {i} _ L(k) 6= {i}, means that the
node i is not stable, the Rule R4 is activated (Predicate4(i)
is true). Contradiction with our assumption.
(2) L(i) = {j, k} ^ (L(j) = {i} ^ L(k) = {i}), means that

the node i is a center node of the path {i,j,k}. So, the Rule
R5 is activated because Predicate6(i) is true. Contradiction
with our assumption.
Lemma 4: When the algorithm SMDP stabilizes, 8i 2 V
if L(i) = {j} then s(i) = 1.
Proof: We prove this Lemma by contradiction. Suppose
that the algorithm stabilizes, 9i 2 V : L(i) = {j} ^ s(i) = 0.
In this situation, the node j can have three cases |L(j)| = 0
or |L(j)| = 1 or |L(j)| = 2.
Case 1: |L(j)| = 0: By using the contrapositive of Lemma
2, |L(j)| = 0 ) s(j) = 0.
1. If single(j) = 1 then the node i is active by the Rule
R3 because P redicate2(i) is true. So contradiction
with our assumption.
2. If single(j) = 0, meaning that 9k 2 N (j) : s(k) =
0 ^ k 6= i. In this situation, even the node k can have
|L(k)| = 0 _ |L(k)| = 1 _ |L(k)| = 2.
(a) If |L(k)| = 0 then k can execute R1 or R2 depending on its neighborhood (if exists two k’neighbors
which point k or not). Contradition with our assumption.
(b) If |L(k)| = 1 then we have two situations L(k) =
{j} _ L(k) 6= {j}:
i. If L(k) = {j} then the node j is active by the
Rule R2. Contradiction with our assumption.
ii. If L(k) 6= {j}. Let L(k) = {r} such that
s(r) = 1 or s(r) = 0.
• If s(r) = 1 then we have two cases: (I) If
k2
/ L(r) then k is active by R3.
(II) If k 2 L(r). By Lemma 2, s(r) =
1 ) L(r) 6= . So, if |L(r)| = 1 then the
Rule R6 for the node r is activated because Predicate7(r) is true. If |L(r)| = 2
then the Rule R5 is activated for the node
k. Contradiction with our assumption.
• If s(r) = 0 then single(k)=0. We have
same situation as case 1.1.(a).but for r
instead of k. Contradiction with our assumption.
(c) If |L(k)| = 2 then the node k is active by R3 or
R5. Contradiction with our assumption.
Case 2: |L(j)| = 1. In this case, we can have s(j)=1 or
s(j)=0:
1. If s(j)=1 then L(j) 6= {i} or L(j) = {i}. If L(j) 6= {i}
then the node i is active by R3 else (L(j) = {i}) the
node j is active by R6 because Predicate7(j) is true.
Contradiction to our assumption.
2. If s(j)=0 then single(j) = 1 _ single(j) = 0.
(a) If single(j) = 1 then the node i is active by R3.
(b) If single(j) = 0 then 9k 2 N (j) : s(k) = 0. In
this situation, we have i, j, k belong to a path of
lenght at least 2 such that s(i) = s(j) = s(k) = 0.
We notice that all internal nodes of this path have
their variable single = 0. Let w the node with
minimal id among these internal nodes. So w will
be pointed at least by two neighbors and R2 is
activated for w. Contradition to our assumption.

Case 3: |L(j)| = 2. By Lemma 3, |L(j)| = 2 ) s(j) = 1.
So, we have two situations for i. If i 2
/ L(j) then i is active
by R3 else i is active by R5. So, we conclude that in all
cases, we have contradition with assumption.
Thus, we deduce that when the algorithm SMDP stabilizes,
8i 2 V if |L(i)| = 1 then s(i) = 1.
Lemma 5: If the algorithm SMDP stabilizes, L(i) = {j}
then i 2 L(j).
Proof: We prove this Lemma by contradiction. Assume
that the algorithm stabilizes and there exists a node i such
that L(i) = {j} and i 2
/ L(j). By Lemma 4, |L(i)| = 1 )
s(i) = 1. In this situation, L(i) = {j} and s(i) = 1 and
i2
/ L(j), so the Rule R6 is activated by the node i because
Predicate7(i) is true, even when s(j)=1 or s(j)=0.
Lemma 6: If the algorithm SMDP stabilizes, 8i 2 V if
L(i) = {j} then |L(j)| = 2.
Proof: We prove this Lemma by contradiction. Assume
that the algorithm stabilizes and there exists a node i such
that L(i) = {j} and |L(j)| =
6 2. |L(j)| =
6 2 , |L(j)| =
1 _ |L(j)| = 0 and by Lemma 4, |L(i)| = 1 ) s(i) = 1.
In this situation, we have two cases: (I) If |L(j)| = 1 then
we have L(i) = {j} and s(i) = 1 and |L(j)| = 1. The
Predicate7(i) is true and the Rule R6 is activated to update
the value of s(i). Contradiction with our assumption. (II)
If |L(j)| = 0 then we have L(i) = {j} and s(i) = 1 and
|L(j)| = 0. The Predicate7(i) is true and the Rule R6 is
activated to update the value of s(i). Contradiction with
our assumption.
Lemma 7: When the algorithm SMDP stabilizes, 8i 2 V
if L(i) = {j, k} then |L(j)| = |L(k)| = 1.
Proof: Proving this Lemma by contradiction. Assume that
the algorithm stabilizes, there exists a node i such L(i) =
{j, k} and |L(j)| 6= 1 _ |L(k)| 6= 1. By Lemma 3, L(i) =
{j, k} ) s(i) = 1. Taking the node j, |L(j)| =
6 1 , |L(j)| =
0_|L(j)| = 2. In the two cases where |L(j)| = 0 and |L(j)| =
2, we have L(j) 6= {i}. The Predicate4(i) is true and the
Rule R6 is activated. Contradiction with our assumption.
Lemma 8: If the algorithm SMDP stabilizes, it provides
a maximal decomposition into paths of lenght two.
Proof: By Lemma 2, 3 and 4, we deduce that 8i 2 V :
s(i) = 0 , |L(i)| = 0 and s(i) = 1 , |L(i)| 6= 0. We
prove this Lemma by contradiction. So when the algorithm
stabilizes, we find three nodes i, j, k which are in the same
neighborhood (i 2 N (j) \ N (k)) and have their pointer lists
are empty (s(i) = s(j) = s(k) = 0).
We assume that i 2 N (j) \ N (k). By Lemma 1, single(i) =
q(i) and we have s(i) = s(j) = s(k) = 0. In this case, we
have at least the variable single(i) = 0 of the node i, so the
nodes j and k are forced to execute the R1 in order to invite i
to become center node. Contradiction with our assumption.
Theorem 1: If the algorithm SMDP stabilizes, it provides always a maximal decomposition into disjoint paths of
length two and every node i such |L(i)| = 2 is a center node
of the path {i} [ L(i).
Proof: Theorem 1 is a direct consequence of Lemmas 1
to 8.

5.

CONVERGENCE AND COMPLEXITY
PROOFS

Lemma 9: If a node i executes R2 then s(i) = 1 and i
never makes a move again.
Proof: The node i executes the Rule R2, meaning that there
are at least two neighbors that propose/point the node i to
become center node. So, when the node i executes R2, the
value of s(i) is updated (s(i) = 1) and the node i chooses
two neighbors from nodes that propose i, called j and k,
in order to form a path. Taking the node j and the reasoning proof is the same for k. We have L(i) = {j, k} and
s(i) = 1 and L(j) = {i}. So, the node j cannot change his
list pointer (L(j)) because neither the Rule R1, nor R2 or R3
is activated for j. So, the node i never changes his s(i) because the only Rule that the node i can executes is R6, since
Predicate4(i) is false, so the node i maintains his s(i) = 1.
Thus, the nodes j and k maintain their pointer to i. However, the only Rules that can executed by j is possibly the
Rule R7 when the variable single(j) is not yet updated and
the Rule R5 for updating the value to s(j) = 1 to be correct.

Lemma 10: If a node i executes R5 and Predicate6(i) is
true, the node i can never makes a move again.
Proof: We can find this situation in the starting of the
system. The node i is a center node but has an incorrect
value s(i) = 0. In this case, we have s(i) = 0 and L(i) =
{j, k}^(L(j) = {i}^L(k) = {i}), meaning that Predicate6(i)
is true. So, after the update of s(i) = 1 by executing the
Rule R5, the nodes j and k will be in the same situation as
if the node i would have executed the Rule R2. Thus, even
if s(j) = 0 or s(j) = 1, the node j maintains his pointer
because all Rules that can change pointer are not activated
and the only rules that can be executed are R5 and R7.
Lemma 11: ’0 ! 1 ! 0 ! 1’ is the max sequence of s(i)
which it is possible for each node i during the execution of
the algorithm SMDP using an unfair central daemon.
Proof: When a node i updates his s(i) to be 1, this means
that the node i will be a center node (|L(i)| = 2) or a leaf
node (|L(i)| = 1). However, it is useful to note that the leaf
node stabilizes i↵ his center node is already stabilized.
Assuming that the node i will be a center node. It is
clear that the only Rules which can change the value of s(i)
from 0 to 1 are R2 and R5. We prove in Lemma 9 that the
node i never makes a move after the execution of the Rule
R2. And by Lemma 10, if the node i executes the Rule R5
because Predicate6(i) is true, then the node i never makes a
move again and keeps s(i) = 1. So, the max sequence for a
center node starting from s(i) = 0 is ’0 ! 1’. In the second
case, if a center node i starts with an incorrect s(i) = 1 then
i executes R6 for updating s(i) to be 0. So to become a
center node, the node i has to execute either R2 or R4 and
by Lemma 9 and 10, so s(i)=1 and the node i can never
makes a move again. Thus, the max sequence for a center
node starting from s(i)=1 is ’1 ! 0 ! 1’.
Assuming that the node i will be a leaf node (|L(i)| = 1).
Consider initially that i is in state s(i)=0, so in order to
become a leaf node the node i executes the Rule R5, because
the Predicate5(i) is true. So, i points a center node j such
L(j) = {i, k} and s(j) = 1. In this situation, the node j can

have a correct or an incorrect s(j). If s(j) is correct, meaning
that we have L(j) = {i, k} and s(j) = 1 and L(k) = {i}
then the node j is a real center node and it maintains his
s(j) = 1, and the leaf node i will stabilize and will keep
his s(i) = 1. If s(j) is incorrect, then L(j) = {i, k} and
s(j) = 1 and L(k) 6= {i}. In this situation, even s(j) is
incorrect, the node i may take a wrong decision because the
Predicate5(i) is true, so the node i executes the Rule R5.
But in this configuration the node j is activated by the Rule
R6 because Predicate4(j) is true, this pushes the node i to
change his s(i) to 0 because Predicate7(i) is true. After
these executions, the node i can withdraw his invitation if
j 6= m(i) and the next updating of the value of s(i) must
be correct. Note that the Rule R1 allows a node i to invite
only a node j which must have s(j) = 0. So, we conclude
that the max sequence of every node in the system s(i) is
’0 ! 1 ! 0 ! 1’. Note that if the node i starts with s(i) = 1
then the max sequence of s(i) is ’1 ! 0 ! 1’.
Lemma 12: The proposed algorithm SMDP converges in
a finite number of moves.
Proof: We denote |Rx | the number of executions of the
Rule Rx by one node such that 1 6 x 6 7.
By Lemma 11, we have the number of changes of the variable s(i) of any node i in the system is at most 3. We give
an upper bound for each |Rx | at the level of a node i. In
following we denote by deg(i) the degree of the node i in G.
For the Rule R7 [update3]: It is clear that the variable
single(i) depends only on the number of neighbors which
have their variable s(j) = 0 and by lemma 12, each neighbor j can change his variable s(j) at most 3 times. So,
each neighbor j can change the value of single(i) at most 3
times. Thus, in the worst case, the single(i) can be changed
at most 3.deg(i) + 1. We deduce that |R7 | 6 3.deg(i) + 1.
For the Rules R3 and R4 [withdrawal]: A node i withdraws his invitation from a node j in two situations. The
first one, when i is a incorrect center node, meaning that
|L(i)| = 2. This situation can exist only in the starting
of the system, so the node i executes the Rule R4 at most
once. In the second situation, when the node i is an incorrect leaf node (|L(i)| = 1). So, the node i withdraws its
invitation at most 2.deg(i) + 1 times because of j 6= m(i)
and 2.deg(i) + 1 times because of s(j) = 1 ^ i 2
/ L(j) and
(3.deg(i)).(3.deg(j) + 1) + 1 times because of single(j)=1.
We denote
is the maximum degree of the graph G, so
deg(j) 6 . We conclude that |R3 |+|R4 | 6 (9 +3).deg(i)+
1.
For the Rule R1 [Invitation]: Observe that the number of
invitations is at most the number of withdrawals plus 1, So,
|R1 | 6 |R3 | + |R4 | + 1 ) |R1 | 6 (9. 4 +3).deg(i) + 2. For the
Rules R2, R5 and R6: It is clear that |R2 | + |R5 | + |R6 | 6 3
because the variable s(i) at most 3 times (Lemma 11).
So, for each nodeP
i in the system, the number of executions of all Rules is 7i=1 |Ri | 6 (18 + 9).deg(i) + 7.
Hence, for the graph G = (V, E) with |V | = n and |E| = m,
the
Pn total number of moves is bounded
P by
+ 9).deg(i) + 7. Since, n
i=1 (18
i=1 deg(i) = 2m, we deduce that the number of executions of all rules is in O( m+
n). Thus, SMDP converges in O( m) for a connected graph.

Theorem 2: The proposed algorithm SMDP is self-stabilizing
algorithm under unfair central daemon and stabilizes in
O( m).
Proof: Theorem 2 is a direct consequence of Theorem 1
and Lemma 12.

6.

CONCLUSION

In this paper, we proposed a first self-stabilizing algorithm
for graph decomposition into paths of fixed length. Our algorithm operates under the unfair central daemon and stabilizes within O( m) moves where m is the number of edges
and
the maximum node degree in the graph G. As future work, we aim to extend the proposed algorithm to work
under distributed daemons.

7.
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ABSTRACT
In this paper, we address the unison problem. We consider the selfstabilizing algorithm proposed by Boulinier et al. We exhibit a
bound on the step complexity of its stabilization time. In more details, the stabilization time of this algorithm is at most 2Dn3 +(↵+
1)n2 + (↵ 2D)n steps, where n is the number of processes, D is
the diameter of the network, and ↵ is a parameter of the algorithm.
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Keywords
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1.

INTRODUCTION

Self-stabilization [6] is a versatile property, enabling an algorithm to withstand transient faults (e.g. topological changes [7])
in a distributed system. A self-stabilizing algorithm, after transient
faults hit the system and place it in some arbitrary global state,
makes the system recover in finite time without external (e.g., human) intervention.
For many applications or networking protocols, it is mandatory
to have a common view of time, available for all or part of the
processes. In most of asynchronous distributed systems (being dynamic or not), the lack of a global common clock requires to maintain on processes logical clocks that should be synchronized. Such
a mechanism is referred to as phase (or barrier, or logical clock)
synchronization, or in short, unison. Unison consists in the design
of a protocol ensuring that all the logical clocks are in phase. The
phrase “in phase” has a natural meaning in synchronous systems.
In such systems, a global signal is assumed to increment simultaneously all clock variables. So, the logical clocks are in phase if
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the values of all clock variables are identical. In an asynchronous
system, there is no such global signal. So, the unison requirement
must be relaxed: (1) the clocks of every two neighboring processes
should not differ from more than 1, and (2) each process should
increment its clock by 1 infinitely often.
A unison protocol can be used to emulate algorithms, designed
for synchronous environments, in asynchronous settings [1]. Another application of unison is of particular interest in self-stabilization:
any self-stabilizing unison algorithm being fair in the sense defined
in [2], it can be used to make any self-stabilizing algorithm designed for a weakly fair scheduler working under an unfair scheduler, the weakest scheduling assumption [8].
In [3, 4], Boulinier et al propose a unison algorithm, called hereafter SSAU . This algorithm has two parameters ↵ and K, and is
shown to be self-stabilizing in any anonymous network G under an
unfair scheduler if and only if ↵
TG 2 and K > CG , where
TG and CG are two constants related to the topology of G. Namely,
TG is the length of a longest hole in G, if G contains a cycle, 2
otherwise. CG is the length of the maximal cycle of the shortest
maximal cycle basis, if G contains a cycle, 2 otherwise. Actually,
taking ↵
TG 2 ensures that SSAU recovers in finite time a
configuration where the clocks of every two neighboring processes
differ from at most one tick. Then, taking K > CG ensures that
the system is never deadlocked, i.e., each process increments its local clock infinitely often. By definition, TG and CG are bounded
by n, the number of processes. Hence, taking ↵
n 2 and
K n + 1 makes SSAU self-stabilizing in any arbitrary network
of n processes under any scheduler, even an unfair one. SSAU is
implemented using ↵ + K states per process. Its stabilization time,
i.e., the maximum time to reach a legitimate configuration starting
from any arbitrary configuration, is O(n + ↵) rounds.1 Hence, by
choosing ↵ = O(n), ↵
n 2, K = O(n), and K
n + 1,
SSAU self-stabilizes in O(n) rounds using O(n) states per process.
Two other unison algorithms for arbitrary anonymous networks
and using a bounded number of states per process have been proposed in the literature: [5, 7]. However, both need ⌦(n2 ) states
per process. Moreover, the stabilization time of the algorithm [5]
is proven in [3] to be in O(Dn) rounds (D is the diameter of the
network), while no round complexity is available for the one in [7].
Note also that no step complexity analysis is provided for these two
algorithms.2
Therefore, SSAU is currently the most efficient asynchronous
unison for anonymous networks existing in the literature. SSAU
1
The round complexity captures the execution rate of the slowest
processor in any execution.
2
A step is any transition from a configuration to another in an execution.

being proven assuming an unfair daemon, its stabilization time in
steps is finite. However, the step complexity of its stabilization time
was, until now, left as an open question.
Note that the stabilization time in steps of a self-stabilizing algorithm is not necessarily bounded, e.g., a self-stabilizing algorithm
working under a weakly fair scheduler has a finite stabilization time
in terms of number of rounds, but some rounds may not be bounded
in terms of number of steps.
The step complexity of SSAU is of special interest, in particular if we use it to transform a self-stabilizing algorithm assuming a
weakly fair scheduler into one working under an unfair scheduler.
Indeed, the step complexity (and so the efficiency) of the transformed protocol will depend, in part, on the stabilization time in
steps of SSAU .
In this paper, we answer the open question on the stabilization
time of SSAU by showing that it is less or equal to 2Dn3 + (↵ +
1)n2 + (↵ 2D)n steps.

Roadmap.

In the next section, we define the computational model and some
basic notions used in the paper. In Section 3, we present Algorithm
SSAU . In Section 4, we analyze its step complexity. We make
concluding remarks and perspectives in Section 5.

2.

PRELIMINARIES

Distributed Systems.

We consider distributed systems made of n processes. Each process can directly communicate with a subset of other processes,
called neighbors. Communications are assumed to be bidirectional,
that is, the neighboring relation is symmetric. Hence, we model a
distributed system as a simple undirected connected graph G =
(V, E), where V is the set of processes and E is a set of edges representing (direct) communication relations. Every processor p can
distinguish all its neighbors using a local labeling, but the network
is otherwise not identified. All labels of p’neighbors are stored into
the set N eig p . By abuse of language, we indifferently use p to designate the process p itself or its label in the code any other process.
We assume that communications are carried out using locally
shared variables (henceforth called variables). Each process has a
finite set of variables. A process can only write to its own variables,
but can read its variables and that of its neighbors. A distributed
algorithm is a collection of n programs, each one operating on a
single process. The program of a process consists of a finite set
of actions hlabeli :: hguardi ! hstatementi. The label of
an action in the program of p is used to identify the action in the
reasoning. The guard of an action in the program of p is a predicate over the variables of p and its neighbors. The statement of an
action in the program of p is a set of assignments on the variables
of p. An action can be executed only if its guard evaluates to true.
We consider the composite read/write atomicity, that is, actions are
executed asynchronously but the evaluation of a guard and the execution of the corresponding statement, if executed, are done in one
atomic step.
The state of a process is defined by the values of its variables.
The configuration of a (distributed) system is the product of the
states of all its processes. We denote by C the set of (possible)
configurations. An action is enabled in a configuration if its guard
evaluates to true in . By extension, a process is said to be enabled
in if at least one of its actions is enabled in . We denote by
Enabled( ) the subset of processes that are enabled in .
A distributed algorithm P induces a binary relation, noted 7!,

-α -α+1 -α+2
-3

-2
-1
K-1

0

1

K-2
K-3

2
3

Figure 1: Finite incrementing system
on C: Let , 0 2 C,
7! 0 if and only if there exists S ✓
Enabled( ) such that (1) S 6= ; and (2) 0 is the result of the
atomic execution one enabled action per process of S on . An
execution of P is a maximal sequence e = 0 , . . . i , . . . such that
8i > 0, i 1 7! i . By maximal, we mean that either e is infinite
or e ends by a terminal configuration, where no process is enabled.
Each transition from a configuration to another is called a step and
driven by a daemon (or scheduler), that is, a daemon is a predicate
over executions that defines a subset of admissible executions. We
consider the most general daemon: the (distributed) unfair daemon,
where every execution is admissible (hence, throughout this paper
we will always omit the term admissible). This implies that if one
or more processes are enabled in some configuration, then at least
one enabled process (possibly more) execute one of its enabled action in the following transition. However, the unfair daemon can
prevent forever a continuously enabled process from executing an
action, unless it is the only enabled process.

Self-Stabilization.

Let P be a distributed algorithm. Let SP be a predicate over
executions of P. P is self-stabilizing w.r.t. SP if and only if there
exists a non-empty subset of configurations S such that:
Closure. Every execution of P starting from any configuration of
S (always) satisfies SP .
Convergence. Every execution of P, starting from an arbitrary
configuration, contains a configuration of S.
The configurations of S are called the legitimate configurations.
Conversely, all other configurations are said illegitimate.

Finite Incrementing System and Reset.

Let a be an integer. Denote a the unique element in [0, K 1]
such that a = a mod K. The distance dK (a, b) = inf(a b, b a)
on [0, K 1]. Two integers a and b are said to be locally comparable if and only if dK (a, b)  1. We then define the local order
def

relation l as follows: a l b , 0  b a  1. Let us define
X = { ↵, . . . , 0, . . . , K 1}, where ↵ is a non-negative integer
and K 2. Let ' be a function from X to X defined by:
⇢
(x + 1)
if x < 0
':x!
(x + 1) mod K otherwise
Recall that 'i (x) = x if i = 0, and 'i (x) = '('i

1

(x)) oth-

erwise. The pair (X , ') is called a finite incrementing system, see
Figure 1. The value ↵ is the initial value of (X , '). A reset on X
consists of an operation replacing any value of X \ { ↵} by ↵.
Let init' = { ↵, . . . , 0} and stab' = {0, . . . , K 1} be the
sets of initial values and correct values, respectively. The set init?'
is equal to init' \ {0}. We denote by init the usual total order
on init' .

(p0,t0)

(p1,t1)

(p3,t3)
r

(p0,t4)
Figure 2: An helix and a stutter

p0

p3

P ROPERTY 1. If p0 , p1 , . . . , pk is an elementary cycle of G,
then there exists a pair i, j 2 [0..k] such that i < j
1 and
pi , pi+1 , . . . , pj , pi is a hole of G.

Figure 3: A hole

The formal code of Algorithm SSAU is given in Algorithm 1.
SSAU consists of a single incrementing variable p.r and three
mutually exclusive actions for each process p. Actually, p.r is
the logical clock local at p. In a legitimate configuration (where
AllCorrect is true at every process), a process increments its clock
modulus K using action N A, when 8q 2 N eig p : p.r l q.r.
Algorithm 1 Algorithm SSAU (↵, K) for any process p 2 V
Input: N eig p

Variable: p.r 2 X

ResetInitp
⌘
Actions:
NA
N ormalStepp
CA
ConvergeStepp
RA
ResetInitp

x.r 2 stab' ^ y.r 2 stab'
Cp (p, q) ^ dK (p.r, q.r)  1
8q 2 N eig p : Correctp (q)
AllCorrectp ^ (8q 2 N eig p : p.r l q.r)
p.r 2 init?
'^
(8q 2 N eig p : q.r 2 init' ^ p.r init q.r)
¬AllCorrect ^ p.r 2
/ init'
::
::
::

p.r
p.r
p.r

'(p.r)
'(p.r)
↵

When the configuration is illegitimate, the goal is to propagate a
reset using Action RA so that the system re-synchronizes and eventually recovers a legitimate configuration as follows. If AllCorrectp
is false but the value p.r 2
/ init' , then p.r is reset to ↵ by Action RA. If either Action RA is enabled or p.r 2 init?' , then p
is said to be in the reset phase. The aim of the reset phase is to
re-synchronizes p with its neighbors from any value in init?' to 0.
This is the purpose of the third action, CA.

4.

p1

p2
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⌘
⌘
⌘
⌘
⌘

(p2,t2)
r

Let G = (V, E) be an unoriented graph. A path of G is a
sequence P = p0 , . . . , pk of nodes in V such that 8i 2 [0..k[,
(pi , pi+1 ) 2 E. The length of P is k. We denote by kp, qk
the length of the shortest path for p to q in G. The diameter of
G, noted D, is the length of the longest shortest path of G, i.e.,
D = maxp,q2V kp, qk. P is elementary if only if 8i, j 2 [0..k],
pi = pj ) i = j. Recall that an elementary cycle is a path
C = c0 , . . . , ck with k > 2 such that c0 = ck and c0 , . . . , ck 1
is an elementary path. A chord in C is a pair (ci , cj ) such that
0  i < j 1 < k or 0  j < i 1 < k and (ci , cj ) 2 E.
Any chordless elementary cycle is called a hole. Below, we recall
a graph property:

Predicates:
Cp (x, y)
Correctp (q)
AllCorrectp
N ormalStepp
ConvergeStepp

r

r

Graph Definitions.

3.

r

STABILIZATION TIME IN STEPS

In the next subsection, we define some notions used in the proofs
hereafter, and prove some of their properties. In Subsection 4.2,
we focus on the number of resets a process can execute. Indeed,
the resets are central in the step complexity. Finally, we conclude

in Subsection 4.3 by proving a bound on the stabilization time in
steps.

4.1

Resets and Reset Generations

Let e = 0 1 . . . k . . . be an execution of SSAU . A reset is a
pair (p, t), where p is a process and t is a positive integer such that
p executes Action RA in t 1 7! t . For every reset pair (p, t),
we say that p resets at time t. If p resets at time t, then p.r 2
/ init'
(in particular, p.r 6= ↵) in t 1 and p.r = ↵ in t .
We now give some definitions to characterize the relations between resets. Let (p0 , t0 ) and (p1 , t1 ) be two resets. We say that
r
(p0 , t0 ) generates (p1 , t1 ) — denoted by (p0 , t0 )
(p1 , t1 ) — if
and only if the following three conditions hold: (1) t0 < t1 and
p1 2 N eig p0 , (2) 8t 2 [t0 ..t1 1]: p1 .r 2
/ init' in t , and (3)
p1 .r = ↵ in t1 , i.e., p1 is reset at time t1 .
r
r
Since (p0 , t0 )
(p1 , t1 ) implies t0 < t1 , the relation defines
a Directed Acyclic Graph (DAG), called reset DAG. If (p0 , t0 )
is not generated by any other reset, (p0 , t0 ) is said to be an initial
reset. Below, we borrow some results from [4] (Lemmas 1 and 2).
L EMMA 1. In any execution of SSAU , for every process p,
there exists at most one positive integer t such that (p, t ) is an
initial reset.

A stutter is a path of a reset DAG of the following form: (p0 , t0 ),
(p1 , t1 ), (p0 , t2 ). Figure 2 gives an example of stutter: (p0 , t0 ),
(p3 , t3 ), (p0 , t4 ).
L EMMA 2. A reset DAG is without any stutter.
A Reset Helix is a path (p0 , t0 ), (p1 , t1 ), . . . , (pk , tk ) on a reset DAG
such that its projection p0 , p1 , . . . , pk on G is an elementary cycle.
An example of reset helix is given in Figure 2: (p0 , t0 ), (p1 , t1 ),

(p2 , t2 ), (p3 , t3 ), (p0 , t4 ). A reset DAG is hole-transitive if and
r
r
r
only if: (p0 , t0 )
(p1 , t1 )
...
(pk , tk ) and p0 , p1 , . . . , pk ,
r
p0 is a hole of G implies (p0 , t0 )
(pk , tk ). In Figure 2, we apply
the notion of hole-transitivity on the hole given in Figure 3.

P ROOF. First, as p0 resets at time t0 , we have p0 .r = ↵ =
'0 ( ↵) in t0 . Then, the corollary follows by applying Lemma 4
on every reset path (p0 , t0 ), (p1 , t1 ), . . . , (pi , ti ) with i 2 [1..k].

T HEOREM 1. A hole-transitive reset DAG contains no reset
helix.

P ROOF. Similar to the proof of Theorem 5.10 in [4]. The whole
proof is given in Appendix B.

P ROOF. Similar to the proof of Theorem 5.7 in [4]. The whole
proof is given in Appendix A.
We call v-graph of the reset DAG D, any subgraph D0 of D
consisting of a pair of reset paths [(p0 , t0 ), . . . , (px , tx ); (q0 , t00 ),
. . . , (qy , t0y )] such that (p0 , t0 ) = (q0 , t00 ), p0 6= px , px = qy ,
and tx 6= t0y . The size of the v-graph D0 is equal to x + y. Note
that, by definition, the size of any v-graph is at least 2. We call
small-v-graph any v-graph of size 2, i.e. a v-graph of the form
[(p, t), (q, t0 );(p, t), (q, t00 )]. An example of v-graph of size 5 is
given in Figure 4a: [(p0 , t0 ), (p1 , t1 ), (p2 , t2 ); (p0 , t0 ), (p3 , t3 ),
(p4 , t4 ), (p2 , t5 )]. An example of small-v-graph is given in Figure
4b: [(p0 , t0 ), (p1 , t1 ); (p0 , t0 ), (p1 , t2 )].

(p0,t0)

r
r

(p1,t1)

r

(p2,t2)

(p1,t1)
r

(p3,t3)

r

(p4,t4)

(p0,t0)
r

r

(p2,t5)

(a) A v-graph of size 5

(p1,t2)
(b) A small v-graph

Figure 4: V-graphs
L EMMA 3. A reset DAG is without small-v-graph.
P ROOF. Consider the execution 0 , . . . , i , . . . , k of SSAU
and its associated reset DAG D. Assume that D contains a smallv-graph [(p, t0 ), (q, t1 );(p, t0 ), (q, t2 )]. Without loss of generality,
r
assume that t2 < t1 . As (p, t0 )
(q, t1 ), 8t 2 [t0 ..t1 1], q.r 2
/
r
init' in t . Now, (p, t0 )
(q, t2 ) implies that q.r = ↵ 2 init'
in t2 . So, as t2 2 [t0 ..t1 1], we have a contradiction.

4.2

Bound on the Number of Resets

We now show that if ↵
TG 2, any process resets at most
n times during any execution (Corollary 3). The main idea is to
show that if ↵
TG
2, any process resets at most as many
time as there are initial resets (Corollary 2), the number of these
latter being bounded by n (Lemma 1). To see this, we study the
structure of the reset DAG. We already know that it contains no
stutter (Lemma 2) and no small v-graph (Lemma 3). Then, we
show that if ↵
TG 2, it contains no reset helix, thank to a
previous theorem (Theorem 1) and Theorem 2. Finally, we show in
Lemma 7, that if ↵ TG 2, the reset DAG contains no v-graph.
The following technical lemma is proven in [3]. However, we
will mainly used its corollary given hereafter.
L EMMA 4. Let (p0 , t0 ), (p1 , t1 ), . . . , (pk , tk ) be a path in the
reset DAG of execution 0 , . . . i , . . . of SSAU , where k is a
positive integer. Then, 8t 2]tk 1 ..tk ]: p0 .r 2 {'j ( ↵), j 2
[0..k 1]} in configuration t .
C OROLLARY 1. Let (p0 , t0 ), (p1 , t1 ), . . . , (pk , tk ) be a path in
the reset DAG of execution 0 , . . . i , . . . of SSAU , where k is
a positive integer. Then, 8t 2 [t0 ..tk ]: p0 .r 2 {'j ( ↵), j 2
[0..k 1]} in configuration t .

T HEOREM 2. If ↵

TG 2, every reset DAG is hole-transitive.

L EMMA 5. Let 0 , . . . , i , . . . , k be an execution of SSAU
r
and D be its associated reset DAG. If (p0 , t0 )
(p2 , t2 ) and
(p1 , t1 ) exists in D with p1 2 N eig p2 and t1 2 [t0 ..t2 1], then
r
(p1 , t1 )
(p2 , t2 ) in D.
P ROOF. First, by hypothesis: (1) t1 < t2 and p1 2 N eig p2 .
r
Then, (p0 , t0 )
(p2 , t2 ) implies that 8t 2 [t0 ..t2 1], p2 .r 2
/
init' in t . So, as t1 2 [t0 ..t2 1], we have: (2) 8t 2 [t1 ..t2 1],
p2 .r 2
/ init' in t . Finally, p2 resets in t2 . So: (3) p2 .r = ↵ in
r
.
Hence,
(p1 , t1 )
(p2 , t2 ) in D.
t2
L EMMA 6. Let (p0 , t0 ), (p1 , t1 ), . . . , (pk , tk ) be a path in the
reset DAG of execution 0 , . . . i , . . . of SSAU , where k is an
integer. Let tz
tk . Assume that 8t 2 [t0 ..tz ], t <init 0, where
k
t is the value of p0 .r in t . Then, 8t 2 [tk ..tz ], if ' ( t ) init 0,
k
pk .r init ' ( t ) in t .

P ROOF. We prove this lemma by induction on the length of the
path. If i = 0, the lemma holds by definition. Assume that the
lemma is true for every path of length less or equal to i.
Consider a path (p0 , t0 ), (p1 , t1 ), . . . , (pi , ti ), (pi+1 , ti+1 ). Assume that tz ti+1 and 8t 2 [t0 ..tz ], t <init 0.
By definition, pi .r = ↵ in ti and 8t 2 [ti ..ti+1 1], pi+1 .r 2
/
init' . Consequently, 8t 2 [ti ..ti+1 ], pi .r = ↵ (pi cannot execute CA because of the value of pi+1 .r). Hence, pi .r = pi+1 .r =
↵ in ti+1 , and from that point, (*) while pi .r 2 init?' , we have
pi+1 .r init '(pi .r) (see the guard of action CA). So, 8t 2
[ti ..tz ], if 'i+1 ( t ) init 0, then 'i ( t ) <init 0 and, by induction hypothesis, pi .r init 'i ( t ) in t and by (*) pi+1 .r init
'('i ( t )), i.e., pi+1 .r init 'i+1 ( t ) init 0, and we are done.
L EMMA 7. If ↵ TG 2, every reset DAG contains no v-graph.
P ROOF. Assume that ↵
TG 2 and consider the execution
i , . . . , k of SSAU and its associated reset DAG D.
Assume, by contradiction, that D contains a v-graph. Consider a
v-graph of D, V = [(p0 , t0 ), . . . , (px , tx ); (q0 , t00 ), . . . , (qy , t0y )]
of minimum size. Without loss of generality, let tx > t0y .
First, 8i 2 [0..x 1], 8j 2 [i+1..x], pi 6= pj because otherwise
D would contain a reset helix or a stutter, a contradiction (by Theorem 1 and 2, D contains no helix and by Lemma 2, D contains
no stutter). Similarly, 8i 2 [0..y 1], 8j 2 [i + 1..y], qi 6= qj .
Finally, 8i 2 [1..x 1], 8j 2 [1..y 1], pi 6= qj because otherwise D would contain a v-graph of size strictly smaller than V,
a contradiction. Hence, p0 , . . . , px , qy 1 , . . . , q0 is an elementary
cycle of G, and consider the two following cases:
(1) p0 , . . . , px , qy 1 , . . . q0 is a hole. Then, x + y  TG and, by
definition, x > 0 and y > 0. Consider now, the two following
cases:
0, . . . ,

(a) t0y 1
tx 1 . So, as t0y < tx , t0y 1 2 [tx 1 ..tx
1].
Now, qy = px . So, qy 1 2 N eig px and, by Lemma 5,
r
r
(px 1 , tx 1 )
(px , tx ) implies that (qy 1 , t0y 1 )
(px , tx ),
r
0
0
i.e., (qy 1 , ty 1 ) (qy , tx ). Now, tx 6= ty . So, [(qy 1 , t0y 1 ),
(qy , tx ); (qy 1 , t0y 1 ), (qy , t0y )] is a small-v-graph, a contradiction to Lemma 3.

(b) t0y

1 < tx 1 .
0
ty > tx 1 , then tx 1

If
px

1

(***) t0y < tx
2]t0y 1 ..t0y

1]. Now, qy = px . So,
r
2 N eig qy and, by Lemma 5, (qy 1 , t0y 1 )
(qy , t0y )
r

r

implies that (px 1 , tx 1 )
(qy , t0y ), i.e., (px 1 , tx 1 )
(px , t0y ). Now tx 6= t0y . So, [(px 1 , tx 1 ), (px , tx ); (px 1 ,
tx 1 ), (px , t0y )] is a small-v-graph in D. This contradicts
Lemma 3.

So, t0y  tx 1 . If x = 1, then tx 1 = t0 = t00 and
t0y  t00 , a contradiction (by definition of the reset generation, t0y > t00 ). So, x
2. Then, by applying Corollary
1 on (p0 , t0 ), (p1 , t1 ), . . . , (px 1 , tx 1 ), we obtain 8t 2
[t0 ..tx 1 ], p0 .r 2 {'j ( ↵), j 2 [0..x 2]} in t . Now
x 2 < TG 2  ↵. So, 8t 2 [t0 ..tx 1 ], p0 .r <init 0 in
2  TG 2  ↵ and t0y 2 [t0 ..tx 1 ].
t . Moreover, x + y
So, by Lemma 6, qy .r init 0 in tx 1 . As qy = px ,
px .r init 0 in tx 1 , i.e., px .r 2 init' in tx 1 . Now,
r
this contradicts the fact that (px 1 , tx 1 )
(px , tx ).
(2) p0 , . . . , px , qy
Property 1:

1 , . . . q0

1.

Then, by applying Corollary 1 on (pi , ti ) . . . , (px 1 , tx 1 ),
we obtain 8t 2 [ti ..tx 1 ] : pi .r 2 {'z ( ↵), z 2
[0..x 2 i] in configuration t . By (**), x 2 i <
TG 2 and, consequently 8t 2 [ti ..tx 1 ] : pi .r 2
init?' in configuration t . Then, by (*) 8t 2 [ti ..tx 1 ] :
qj .r 2 {'z ( ↵), z 2 [0..x 1 i]} in configuration
1 i < TG 2 and, conset . By (**) again, x
quently 8t 2 [ti ..tx 1 ] : qj .r 2 init?' in configuration
1 i + (y j)  TG 2 and, as
t . By (**) again, x
ti = t0j (by hypothesis) and t0y < tx 1 (by (***)),
we can apply Lemma 6, 8t 2 [t0y ..tx 1 ] : qy .r 2
{'z ( ↵), z 2 [0..x 1 i + (y j)] in configuration
0
t , i.e., 8t 2 [ty ..tx 1 ] : qy .r 2 init' . In particur
lar, qy .r 2 init' in tx 1 . Now, as (px 1 , tx 1 )
(px , tx ) and px = qy , we should have, in particular,
qy .r 2
/ init' in tx 1 , a contradiction.

is not a hole. There are three cases by

(a) 9i 2 [0..x 1], 9j 2 [i..x] such that pi , . . . , pj , pi is a hole.
r
As D is hole-transitive (Theorem 2), (pi , ti )
(pj , tj ), and
consequently, [(p0 , t0 ), . . . , (pi , ti ), (pj , tj ) . . . , (px , tx ); (q0 , t00 ),
. . . , (qy , t0y )] is a v-graph of size strictly smaller than V, a
contradiction.
(b) 9i 2 [0..y 1], 9j 2 [i..y] such that qi , . . . , qj , qi is a hole.
Similarly to the previous case, we obtain a contradiction.
(c) 9i 2 [1..x 1], 9j 2 [1..y 1] such that pi , . . . , px , qy 1 ,
. . . , qj , pi is a hole. Let consider the following three cases:

C OROLLARY 2. If ↵
TG 2, then for every reset DAG
D, for every initial reset (p, t) in D, and for every process q, there
exists at most one non-negative integer t0 such that there is a reset
path from (p, t) to (q, t0 ) in D.
P ROOF. This a consequence of the fact that D contains no helix
(by Theorem 2, D is hole-transitive, and so contains no reset helix
by Theorem 1), no stutter (Lemma 2), and no v-graph (Lemma
7).
C OROLLARY 3. If ↵
RA at most n times.

TG

2, every process executes Action

P ROOF. By Corollary 2, a process executes Action RA at most
(i) ti < t0j . Then, t0j 2 [ti + 1..tx ]. From the hypothesis,
as many times as there are initial resets. Now, there are at most n
we know that qj and pi are neighbors. Now, (x i) +
initial resets by Lemma 1.
(y j)+1  TG and, as y j 1, x i  TG 2. So,
by applying Corollary 1 on (pi , ti ), . . . , (px , tx ), we
4.3 Stabilization Time in Steps
obtain 8t 2 [ti ..tx ], pi .r 2 {'z ( ↵), z 2 [0..x i
?
We now bound the number of Actions CA and N A each pro0
1]} ✓ init' in t . Let be the value of qj .r in tj 1 .
cess executes before the system reaches a legitimate configuration.
By definition, 2
/ init' . Moreover, qj cannot execute
These bounds are related to the number of resets the process exeaction N A during [ti ..t0j 1] so that qj .r takes value
cutes, as shown below.
0
because of pi , so 8t 2 [ti ..tj 1], qj .r = 2
/ init'
r
0
0
in t . Finally, qj .r = ↵ in tj . So, (pi , ti )
(qj , tj ),
C0 OROLLARY 4. If ↵ TG 2, every process executes Action
and consequently [(pi , ti ) . . . , (px , tx );(pi , ti )(qj , t0j ), . . . , (qCA
)] most (n + 1)↵ times.
y , tyat
is a v-graph of size strictly smaller than V, a contradicP ROOF. Consider any process p. If p.r <init 0 initially, then
tion.
p executes CA at most ↵ times so that p.r becomes equal to 0.
0
(ii) tj < ti . Similarly to the previous case, we obtain a
Then, p executes CA ↵ times after each reset. Hence, the corollary
contradiction.
follows from Corollary 3.
(iii) ti = t0j . Then, pi .r = qj .r = ↵ in ti , and from that
point, we have:
Let 0 , . . . , k be an execution of Algorithm SSAU . We said
?
that
a process p recovers at time t if and only if p.r 2 init?' in
(*) while pi .r 2 init' , qj .r init '(pi .r) because
t 1 and p.r 2 stab' in t . Clearly, any process that recovers at
pi and qj are neighbors (see the guard of action
time
t executed CA during t 1 ! t to switches p.r from 1 to
CA).
0.
Moreover, we have:
(**) (x
(y

i) + (y j) + 1  TG with (x
j) 1.
r

i)

1 and

Then, as (px 1 , tx 1 )
(px , tx ) and px = qy , we
have 8t 2 [tx 1 ..tx 1] : qy .r 2
/ init' in t , which
in particular means that qy .r 6= ↵ in t . Now, qy
resets at time t0y with t0y < tx (by hypothesis). So,
qy .r = ↵ in t0y with t0y < tx , and consequently:

L EMMA 8. Let 0 , . . . , k be an execution of Algorithm SSAU .
8i, j 2 [0..k], with j > i, if j is illegitimate and all processes neither reset nor recover during i , . . . , j , then at most (n 1)2D
Actions N A are executed during i , . . . , j .
P ROOF. First, 8t 2 [i..j], t is illegitimate. Then, let Correct
be the set of processes p, such that AllCorrectp = true in i . Let
Incorrect = V \ Correct. Clearly, these two sets are invariant

during i , . . . , j and only processes in Correct can execute Action N A during i , . . . , j . Note that |Correct|  n 1. Let p
be a process in Correct. Let DistIncorrect(p) be the distance
between p and to the nearest element of Incorrect. To prove the
lemma, we show by induction on DistIncorrect(p) that p can
execute Action N A at most 2 ⇥ DistIncorrect(p) times during
i, . . . , j .
Let p be a process of Correct such that DistIncorrect(p) = 1.
Then, a neighbor q of p is in Incorrect and either q.r is always
(strictly) negative during i , . . . , j or q.r is set to some fixed value
2 stab' (and Action RA is enabled at q) during i , . . . , j . In
the former case, p cannot execute N A during i , . . . , j . In the
latter case, p satisfies AllCorrectp , dK (p.r, q.r)  1 and consequently, p can execute N A at most 2 times during i , . . . , j .
Assume now that any process p such that DistIncorrect(p) =
k can execute N A at most 2k times during i , . . . , j .
Let q be a process such that DistIncorrect(p) = k + 1. Then,
there is a neighbor q 0 of q such that DistIncorrect(q) = k and,
by induction hypothesis, q 0 can execute N A at most 2k times during i , . . . , j . Now, through out i , . . . , j , p always satisfies
AllCorrectp and consequently dK (q.r, q 0 .r)  1 always. So, q
can execute only 2 times more than q 0 , i.e., 2k + 2 = 2(k + 1), and
the induction holds.
A process p can recover only once per reset and one more time
if p.r 2 init?' initially. Hence, following Corollary 3 and Lemma
8, we have the next corollary:
C OROLLARY 5. If ↵ TG 2, at most (n3 n)2D Actions
N A are executed before the system reaches a legitimate configuration, where every process p satisfies AllCorrectp .
The next theorem follows from Corollaries 3-5:
T HEOREM 3. If ↵ TG 2, Algorithm SSAU reaches in at
most 2Dn3 + (↵ + 1)n2 + (↵ 2D)n steps a legitimate configuration, where every process p satisfies AllCorrectp .
C OROLLARY 6. If ↵
TG
2 and K > CG , Algorithm
SSAU is a self-stabilizing unison algorithm under an unfair daemon and its stabilization time is at most 2Dn3 + (↵ + 1)n2 + (↵
2D)n steps.

5.

CONCLUSION

SSAU is both simple (one variable and three actions per process) and efficient. The analysis of its stabilization time in steps
allows a better understanding of its internal mechanics. More precisely, we showed that the stabilization time of SSAU is at most
2Dn3 +(↵+1)n2 +(↵ 2D)n steps, provided that ↵ TG 2 and
K > CG . Hence, by choosing ↵ = O(n), ↵ n 2, K = O(n),
and K n + 1, SSAU self-stabilizes in O(Dn3 ) steps in any arbitrary network. An immediate perspective of this work would be
to see if the bounds can be refined, or otherwise exhibiting a worst
case that matches these bounds. Finally, it is worth investigating if
it is possible to implement a self-stabilizing unison in our settings
(i.e., asynchronous and anonymous environment, bounded memory
per process, and arbitrary topology), whose stabilization time is in
O(D) rounds.
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APPENDIX
A.

PROOF OF THEOREM 1

Assume, by contradiction, the existence of a reset helix on a
hole-transitive reset DAG.
Consider a reset helix (p0 , t0 ), (p1 , t1 ), . . . , (pk , tk ) of minimum
length. By definition, p0 , p1 , . . . , pk is cycle of G (in particular,
p0 = pk ). Consider the two following cases:
1. p0 , p1 , . . . , pk is not a hole. Then, there exists i, j 2 [0..k],
such that i < j 1 and pi , pi+1 , . . . , pj , pi is a hole of G
r
by Property 1. By hole-transitivity, (pi , ti )
(pj , tj ). Consequently, (p0 , t0 ), (p1 , t1 ), . . . , (pi , ti )(pj , tj ), . . . , (pk , tk )
is a reset helix of length strictly smaller than (p0 , t0 ), (p1 , t1 ), . . . , (pk , tk ),
a contradiction.
r

2. p0 , p1 , . . . , pk is a hole. By hole-transitivity, (p0 , t0 ) (pk 1 ,
r
tk 1 ). Now, by definition of the reset helix, (pk 1 , tk 1 )
(pk , tk ) and pk = p0 . Hence, there exists a stutter: (p0 , t0 ),
(pk 1 , tk 1 ), (p0 , tk ), which contradicts Lemma 2.
So, every hole-transitive reset DAG contains no reset helix.

B.

2

PROOF OF THEOREM 2

If G is a tree, then by definition, any reset DAG is hole-transitive.
So, assume that G is not a tree. Let (p0 , t0 ), (p1 , t1 ), . . . , (pk , tk )
be a path in the reset DAG of execution 0 , . . . i , . . . of SSAU
such that p0 , p1 , . . . , pk , p0 is a hole of G. First, by definition, we
have:
(1) t0 < tk and pk 2 N eig p0 .
Then, let be the value of pk .r in configuration tk 1 . Since,
r
(pk 1 , tk 1 ) (pk , tk ), 8t 2 [tk 1 ..tk 1], pk .r 2
/ init' in t ,
and so > 0.
Now, since k < TG and k 2, we have: 0  k 2 < TG 2.
Then, by applying Corollary 1 on (p0 , t0 ), (p1 , t1 ), . . . , (pk 1 , tk 1 ),
we obtain 8t 2 [t0 ..tk 1 ], p0 .r 2 {'j ( ↵), j 2 [0..k 2]} ✓
init?' in t and consequently pk , which is neighbor of p0 , cannot
execute N A during that period to take value . So, 8t 2 [t0 ..tk 1 ],
pk .r = 2
/ init' in t . So,
(2) 8t 2 [t0 ..tk 1], pk .r 2
/ init' in t .
Finally, by hypothesis:
(3) pk resets at time tk , so pk .r = ↵ in tk .
r
Hence, (p0 , t0 )
(pk , tk ), which implies that G is hole-transitive.
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1. INTRODUCTION
A random walk in a network is a routing mechanism that
chooses the next node to visit (uniformly) at random among
the neighbors of the current node. Random walks have been
extensively studied in Mathematics, and have been used in
a wide range of applications such as statistic physics, population dynamics, bioinformatics, etc. When applied to communication networks, random walks have had a profound
impact in algorithms and complexity theory. Some of the
advantages of random walks are their simplicity, their small
processing power consumption at the nodes, and the fact
that they need only local information, avoiding the bandwidth overhead necessary in other routing mechanisms to
communicate with other nodes.
An important application of random walks has been the
search of resources held in the nodes of a network, also
known as resource location. Roughly speaking, the problem consists of finding a node that holds a resource starting
at some source node. Random walks can be used to perform such a search as follows. It is checked first if the source
node holds the resource. If it does not, the search hops to
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a random neighbor, that repeats the process. The search
proceeds through the network in this way until a node that
holds the resource is found. Due to the random nature of
the walk, some nodes may be visited more than once (unnecessarily from the search standpoint), while other nodes
may remain unvisited for a long time. The number of hops
to find the resource is called the search length of that walk.
The performance of this direct application of random walks
to network search has been widely studied [1, 5, 8, 3, 7].
Das Sarma et al. [2] proposed a distributed algorithm to
obtain a random walk of a specified
length ! in a number
√
of rounds∗ proportional to !. In the first phase, every
node in the network prepares a number of short (random)
walks departing from itself. The second phase takes place
when a random walk of a given length starting from a given
source node is requested. One of the short walks of the
source node is randomly chosen to be the first part of the
requested random walk. Then, the last node of that short
walk is processed. One of its short walks is randomly chosen,
and it is connected to the previous short walk. The process
continues until the desired length is reached.
Hieungmany and Shioda [4] propose a random-walk-based
file search for P2P networks. A search is conducted along
the concatenation of hop-limited shortest path trees. To find
a file, a node first checks its file list (i.e., an index of files
owned by neighbor nodes). If the requested file is found in
the list, the node sends the file request message to the file
owner. Otherwise, it randomly selects a leaf node of the
hop-limited shortest path tree, and the search follows that
path, checking the file list of each node in it.
Contributions This paper proposes an application to
resource location of the technique of concatenating partial
walks (PW) to build random walks. Two variations are considered, depending on whether the search mechanism first
chooses one of the PWs at random and then checks its associated information for the desired resource, or it first checks
the associated resource information of all the PWs of the
node, and then randomly chooses among the PWs with a
positive result. We will refer to the resulting mechanisms as
choose-first PW-RW and check-first PW-RW, respectively.
∗
A round is a unit of discrete time in which every node is
allowed to send a message to one of its neighbors. According
to this definition, a simple random walk of length ! would
then take ! rounds to be computed.

In this work, we are concerned with the resource location
problem in networks with dynamic behavior regarding the
resources. In particular, we consider a scenario in which
resources are randomly placed in the nodes across the network. Furthermore, we also consider that instances of a
given resource located at different nodes may appear and
disappear over time. In this scenario, all the nodes of the
network may launch independent searches for different resources (e.g., files), and we are interested in measuring the
average performance of searches between any pair of nodes.
In this context, we have developed an analytical model
both for the choose-first PW-RW and the check-first PWRW searching mechanisms. Expressions are given for the
corresponding expected search length of each mechanism.
These expressions provide predictions as a function of several parameters of the model, such as the network structure,
the resource dynamics, and the setup of the searching mechanism. Then, the predictions of the models are validated
by simulation experiments in three types of randomly built
networks: regular, Erdős-Rényi, and scale-free. These experiments are also used to compare the performance of both
mechanisms, and to investigate the influence of the resource
dynamics. We found that both search mechanisms provide
optimal search lengths that are small, and they do not depend heavily on the resource dynamics or on the network
type. Finally, we have also compared the performance of the
proposed search mechanisms with respect to random walk
searches. For the choose-first PW-RW mechanism we have
found a reduction in the average search length with respect
to simple random walk ranging from around 57% to 88%.
For the check-first PW-RW mechanism such a reduction is
even bigger, achieving reductions above 90%.

2. MODEL
We consider a randomly built network of N nodes and
arbitrary topology, with a known degree distribution. This
network is an overlay network built of top of a network with
full interconnection (e.g., the Internet). Every node holds a
set of resources. We focus on a given resource of interest,
of which initially there is a number of instances randomly
placed in many distinct network nodes. Our resource location problem is defined as visiting one of the nodes that hold
the resource starting by a certain node (the source node).
For each search, the source node is uniformly chosen at random among all nodes in the network. Resources have a dynamic behavior, i.e., they may appear and disappear from
the network nodes. We fix a starting time T0 and consider
a later time Tr . Then, an instance of the resource present
in a node at T0 disappears with probability d, while a node
without the resource at T0 has an instance at time Tr with
probability a. We will use d as an input parameter to characterize resource dynamics, setting a so that the expected
number of resources in the network remains the same.
The search mechanism proposed in this paper, referred to
as (choose-first or check-first) PW-RW, exploits the idea of
efficiently building random walks from partial random walks
available at each nodeIt comprises two stages:
(1) Partial random walks construction: At time T0 , every
node i in the network precomputes a set Wi of w random
walks in an initial stage before any search takes place, with
the initial distribution of resource instances in the network.
Each of these partial walks (PW) has length s, starts at
i, and finishes at the node reached after s hops. During

the computation of each PW in Wi , node i registers the
resources held by the s first nodes in the PW. The last node
of the PW is excluded, being included in the PWs departing
from it. This information will be used in stage 2.
(2) The search: During the interval (T0 , Tr ]† , searches are
performed in the network as follows (for the choose-first PW
model). When a search starts at a node A, a PW in WA is
chosen uniformly at random. Its associated resource information collected in stage 1 is then queried for the desired
resource. If the resource was not found in the PW, the search
jumps to node B, the last node of that PW. The process is
then repeated at B, so the search keeps jumping in this way
while the results of the queries are negative. When, at a
node C, the query returns a positive result, the search traverses that PW looking for the resource, until the resource is
found or the PW is fully traversed. If the resource is found,
the search stops. Otherwise, it means that the information
collected in stage 1 for that PW is no longer valid. The
search then considers that the result is negative, and the
search process continues from the last node of the PW.
In this work, we are interested in the number of hops to
find a resource (when PWs of length s are used), which is
defined as the search length and denoted Ls . Some of these
hops are jumps (over PWs) and other are steps (traversing PWs). In turn, we distinguish between trailing steps,
if they are the ones taken when the resource is found, and
unnecessary steps, if they are taken when the resource is not
found. The search length is a random variable that takes
different values when independent searches are performed.
The search length distribution is defined as the probability
distribution of the search length random variable. We are
interested in finding the expected search length, denoted Ls .
At this point, we emphasize the difference between the
search just defined and the total walk that supports it, consisting of the concatenation of partial walks as defined above.
Searches are shorter in length than their corresponding total
walks because of the number of steps saved in jumps over
PWs in which we know that the resource is not located,
although these saving may be reduced by the unnecessary
steps due to outdated information within PWs.
Regarding resource dynamics, we realize that searches are
executed based on information collected at time T0 that may
be outdated at time Tr , when the queries are performed.
Four cases arise when the information associated with a PW
is queried for the resource. A True Negative or TN (case (a))
occurs when no instance of the resource was present in the
PW at T0 , and the same holds at Tr . A True Positive or TP
(case (b)) occurs when one or more instances are present in
the PW at T0 and one or more instances (not necessarily the
same ones) are present at Tr . The impact of resource dynamics on the performance of the search mechanism comes
from the False Negatives (FN) and the False Positives (FP).
An FN (case (c)) occurs when there was no instance in the
PW at T0 , but at least one instance is present at Tr . An
FN makes the search jump over that PW, missing the new
instance(s). An FP (case (d)) occurs when there were one or
more instances in that PW at T0 but all of them are gone at
†
We will consider the system at time Tr , in which, as stated
above, the dynamic behavior of resource instances is characterized by d. Therefore, the results obtained will reflect
the performance of the search mechanism in a worst case
scenario, since searches executed in (T0 , Tr ) will see a probability that an instance disappears less than d.

Tr and there are no new instances at Tr . An FP makes the
search traverse a whole PW fruitlessly, since no instances are
currently in that PW. Note that the case when all instances
disappear from the PW, but some other instance(s) appears
in that PW is included in the TP case.
At this point, we note that the performance of the search
mechanism can be affected by the degradation of the information collected in the PWs. For instance, if all the instances of a given resource disappear and they appear inside
a single PW affected by a false negative, then such a resource
will not be found. Therefore and in order to preserve their
accuracy, PWs may need to be “refreshed” after some time
intervals. We look more into this issue in the Appendix.

3. ANALYSIS OF CHOOSE-FIRST PW-RW
Expected search length The expected search length
can be obtained as:
1
Ls =
· (Pn + s · Pfp ) + T ,
(1)
Ptp
where Pn , Ptp , and Pfp are the probabilities of choosing a
negative PW (either a TN or a FN), a TP, and a FP, respectively, with Pn + Ptp + Pfp = 1, while T is the expected
number of trailing steps.
The probabilities in Equation 1 are estimated with the
following expressions:
Ptp

=

w w−i
X
X
i=1 j=0

Pfp

=

w−1
X w−i
X
i=0 j=1

Pn

=

P (i, j) ·
P (i, j) ·

w−1
X
X w−i−1
i=0

i
,
w

j=0

j
,
w

P (i, j) ·

w − (i + j)
= 1 − Ptp − Pfp ,
w

1
·
1 − Ppw (0)

Ptp

(2)

where P (i, j) is the probability that, in the w PWs of a
node, there are i PWs that are TP and j PWs that are FP.
This value can be computed as P (i, j) = B(w, ptp , i) · B(w −
i, pfp , j), where B(m, q, n) is the coefficient of the binomial
distribution, ptp is the probability that a given PW is a TP,
and pfp is the probability that a given PW at any node is an
FP, conditioned on the fact that it is not a TP. Therefore,
in order to evaluate the estimation of the expected search
length given by Equation 1, we need to obtain the values of
ptp , pfp and T . The computation of the former two probabilities can be found in the Appendix.
To derive an expression for T we rely on T (r), the expectation of that variable conditioned on there being r instances
of the resource in the PW. Then,
T =

Each factor in the product of Equation 4 is the probability
that there is no instance in the jth position of the PW, conditioned on that there is no instance in the previous position.
The final factor outside the product is the probability that
there is an instance in the ith position conditioned on there
are no instances in the previous positions.
Analysis of check-first PW-RW We now analyze a
variation of the choose first mechanism presented. Suppose
the search is currently in a node and it needs to pick one
of the PWs in that node to decide whether to traverse it
or to jump over it. With the new check-first mechanism,
it first checks the associated resource information of all the
PWs of the node, and then randomly chooses among the
PWs with a positive result, if any (otherwise, it chooses
among all PWs of the node, as the original version). This
check-first PW-RW mechanism improves the performance of
the original (choose-first) PW-RW, since the probability of
choosing a PW with the resource increases, with no extra
storage space cost. A minor additional difference between
the algorithms is that in the check-first version, the resource
information is registered from the first node (the node next
to the current node) to the last node in the PW. This change
slightly improves the performance of the new version, since
the probability of choosing a PW with the resource increases
also in the cases where the resource is held by the last node
of the PW.
Most of the analysis provided above for the choose-first
PW-RW mechanism is still valid for check-first PW-RW. We
present here the equations that need to be modified to reflect
the new behavior. That is the case of Equations 2 for the
probabilities of choosing a PW with a TP, FP and negative
result, respectively. Their counterparts follow. Remember
that i and j represent the number of PWs of the node that
return a TP result and an FP result, respectively:

min{s,R}

X
r=1

T (r) · Ppw (r).

(3)

The first factor is due to the fact that T is in fact conditioned on there being at least one instance of the resource
in the PW. Now we provide an expression for T (r) as the
expectation of the position of the first instance in the PW
(conditioned on there being r instances in the PW) as
"
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«#
s−r
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X
Y„
r
r
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i·
·
. (4)
1−
s−j
s−i
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=

w w−i
X
X
i=1 j=0

Pfp

=
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=

P (i, j) ·

w−1
X w−i
X
i=0 j=1

P (i, j) ·

i
,
i+j
j
,
i+j

P (0, 0) = 1 − Ptp − Pfp ,

(5)

The expression for the expectation of the number of trailing steps taken when traversing the last PW until the resource is found (Equation 3) is still valid. It uses T (r), the
expectation of the position of the first resource in the PW,
conditioned on there being r instances of the resource in the
PW. Its expression (Equation 4) needs to be modified, since
the range of nodes whose resources are associated with the
PW has changed from [0, s − 1] to [1, s]. The indexes limits
and their use in the expression have been updated as necessary in the new expression, which completes the analysis of
the check-first PW-RW mechanism:
"
«! „
«#
s−r+1
i−1
X
Y„
r
r
T (r) =
·
.
i·
1−
s−j+1
s−i+1
i=1
j=1

4.

PERFORMANCE EVALUATION

We apply the model presented in the previous section to
real networks, to validate its predictions with data obtained
from simulations. Three types of networks have been chosen for the experiments: regular networks (constant node
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Figure 1: Choose-first PW-RW. Expected search length (Ls ) vs. PW length (s) for d = 0.0 to 0.7 with w = 5.
degree), Erdős-Rényi (ER) networks and scale-free (SF) networks (with power law on the node degree). A network of
each type and size N = 104 has been randomly built with
the method proposed by Newman et al. [6] for networks with
arbitrary degree distribution, setting their average node degree to k = 10. For each experiment, 106 searches have been
performed. In every search, the source node has been chosen uniformly at random, and every node in the network has
been assigned an instance of the resource with probability
pres = 10−2 at T0 .
Expected search length Figure 1 shows the expected
search length in the three networks, for several values of d.
The number of PWs per node is set to w = 5, although
the performance of the PW-RW mechanism is almost independent from this parameter, since only one PW is used to
locate the resource. (On the contrary, this parameter plays
a central role in the check-first PW-RW.) Model predictions
(Section 2) are plotted with lines and simulation results are
shown as points. It can be seen that the model provides
an accurate approximation of the real data, with larger error for higher values of d and s. Among the network types,
the regular network shows the smallest errors, followed by
the ER network and the scale-free network. These discrepancies are accounted for by the greater dispersion of node
degree in the ER, and especially, in the scale-free networks.
Predictions of Ls are slightly lower than experimental data,
rendering an optimistic model in general, with a very good
fit for interesting values of s and values of d not large. All
curves show a minimum point, which marks the optimal PW
length (sopt ) and the corresponding optimal expected search
length (Lopt ). Interestingly, the values of sopt are small and
do not depend heavily on d or on the network type. According to the analytic data, sopt ranges between 13 and 15
for all curves shown and for the three network types. Values of Lopt are also very similar. For example, for d = 0.3,
Lopt = 21.95 (regular), 21.83 (ER), and 21.32 (scale-free).
We have compared the performance of the proposed search
mechanism for Lopt with searches based on simple random
walks. Table 1 shows the relative reductions (in %) for several values of d for the network types we have considered. We
can see that the reduction in the average search length that
choose-first PW-RW achieves with respect to simple random
walk is lower for higher d, ranging from around 87% in the
case when d = 0 to 55% when d = 0.7. We also note that the
achieved reductions are similar for the three network types
considered.

d
0.0
0.1
0.3
0.5
0.7

choose-first PW-RW
Regular
ER
SF
87.73
87.87 88.26
85.76
85.87 86.36
80.24
80.57 81.22
71.82
72.02 72.93
55.68
55.95 57.25

check-first PW-RW
Regular
ER
SF
94.02
94.11 94.29
93.09
93.20 93.43
90.59
90.74 91.04
86.27
86.49 86.91
77.08
77.43 78.12

Table 1: Reduction (%) of expected search lengths
of choose-first PW-RW and check-first PW-RW (w =
5) relative to random walk searches for several d.

Search length distribution The use of partial walks
also affects the shape of the probabilistic distribution of
search lengths. Figure 2a shows the distributions for simple
random walks (RW) and for choose-first PW-RW, for s = 10
and for several values of d, obtained from the experiments
with the regular network. Instead of the slowly decaying
distribution of random walks, the proposed mechanism exhibits search length distributions that show a maximum frequency for a small search length and then decay much faster
than the random walk distribution. We also note that the
search length for the maximum frequency (9 in this case)
is independent from the dynamic behavior of resources (d).
The search length distributions of PW-RW have therefore
lower standard deviation (and also lower coefficient of variation) than the random walk searches. Regarding the ER and
the SF networks (omitted), their search length distributions
have similar shape, mean and standard deviation values.
Check-First PW-RW We look now at the check-first
PW-RW mechanism. Figure 3 shows the expected search
length in the three networks for several values of d, and for
w = 5. The shape of the curves is the same as that for
the choose-first mechanism (Figure 1), with a substantial
decrease in the optimal search length (Lopt ). For example,
for d = 0.3, Lopt is around 11 for the three network types,
while it was about 21 for the choose-first PW-RW mechanism. The optimal PW length also diminishes, from about
14 to 6 in that case. The expected search length decrease
is due to the fact that the new mechanism checks all the
PWs in the node for the resource and then chooses one only
among those with positive result, increasing the probability
of choosing a PW that currently holds the resource. Following this reasoning, the more PWs in the node, the higher
this probability. It is therefore interesting to explore the
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Figure 2: (a) Search length distributions for searches based on random walks and on choose-first PW-RW,
for a regular network with s = 10 and d = 0, 0.1, 0.3, 0.5 and 0.7. (b) Expected search length (Ls ) vs. PW length
(s) for check-first PW-RW with w = 2, 5, 10, and choose-first PW-RW in a regular network with d = 0.3.
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Figure 3: Check-first PW-RW. Expected search length (Ls ) vs. PW length (s) for d = 0.0 to 0.7 with w = 5.
dependency of L and sopt with w.
Figure 2b shows the expected search length of the checkfirst PW-RW mechanism, for w = 2, 5 and 10 in a regular
network with d = 0.3. To make the comparison of performance between both mechanisms easier, a curve corresponding to choose-first PW-RW has been added to the graph. For
higher s, the curves for the several w converge. As expected,
it is observed that higher w yields lower Lopt , with a value
about 8 for w = 10. Another interesting observation is that
sopt also diminishes for higher w, falling to 4 in this case.
These values mean a reduction of about 92% in the expected
search length of simple random walks, with 10 precomputed
PWs of just 4 nodes. Higher reductions can be achieved,
at the expense of increasing the cost of the computation of
the PWs. Results for the ER and scale-free networks are
similar. Table 1 is provided as a reference, presenting the
reductions achieved by check-first PW-RW for w = 5 with
respect to random walk searches in a regular, ER and scalefree networks for several d. We see that reductions range
between 94% and 77%, while those of choose-first PW-RW
range between 88% and 55%.
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V. Cholvi. Performance of random walks in one-hop
replication networks. Computer Networks,
54(5):781–796, 2010.
S.-J. Yang. Exploring complex networks by walking on
them. Physical Review E, 71(016107), 2005.

APPENDIX
A. COST OF PRECOMPUTING PWS
Let’s consider the interval (T0 , Tr ], chosen so that the
probability d at T0 has some acceptable value.‡ Searches
performed in this interval use the PWs precomputed at T0 ,
and thus the cost of this computation must be added to the
cost of the searches themselves. We measure this cost as the
number of messages Cp that need to be sent to compute all
the PWs in the network. This quantity has been chosen to
be consistent with our measure of the performance of the
searches. Indeed, each hop taken by a search can be alternatively considered as a message sent. In addition, Cp is
independent from other factors like the processing power of
nodes, the bandwidth of links and the load of the network.
The cost of precomputing a set of PWs at T0 can be simply
obtained as Cp = N w(s + 1), since each of the N nodes in
the network computes w partial walks, sending s messages
to build each of them plus one extra message to get back to
its source node.
Let’s suppose that each node starts on the average b searches
in (T0 , Tr ]. We define Cs to be the total number of messages
needed to complete those searches. If the expected number
of messages of a search is Ls + 1 (counting the message to
get back to the source node), we have that Cs = N b(Ls + 1).
Now, defining Ct as the average total cost per search in
(T0 , Tr ], we can write:
Cs + Cp
w
= (Ls + 1) + (s + 1).
(6)
Nb
b
The second term in Equation 6 is the contribution to the
cost of the precomputation of the PWs in T0 . This contribution will remain small provided that the number of searches
per node in the interval is large enough.
Ct =

B. COMPUTATION OF ptp AND pfp
The variable ptp has been defined as the probability that a
given PW at any node returns a TP result. This probability
can be easily estimated if we condition it on the fact that
the PW (of length s) had exactly r instances of the resource
at T0 . Defining Ppw (r) as the probability that a PW has
r instances of the resource, and recalling that R is the expectation of the number of instances of the resource in the
network, we can write:

dom RW can take it to any of the endpoints in the network
(except the endpoints of the current node since we do not
allow self-loops). Then we estimate Ppw (r) as B(s, prw , r),
where prw is the probability that the RW visits a node with
an instance of the resource in the next hop. In turn, we
estimate this probability as:
prw =

R·k
krw − 1
·
.
S − krw
k rw

(8)

The first fraction in Equation 8 is the ratio of positive endpoints (the ones connected to the R nodes that have an
instance
P of the resource) and all endpoints in the network
(S = k k nk ) except those of the current node. We use the
P
average degree of the network (k = k k nk /N ) as an estimation of the degree of a node that holds the resource (which
is assigned or not with uniform probability pres across the
network). Similarly, we use the expectation of the degree
of a node visited by a random walk as an estimation of the
degree of the current node:
k rw =

X
k

k·

k · nk
1 X 2
= ·
k · nk .
S
S

(9)

k

The second fraction in Equation 8 corrects the previous ratio
taking into account that, when at a node of a given degree,
the probability of not going backwards (and therefore having
the chance to find the resource) is the probability of selecting
any of its endpoints but the one that connects it with the
node just visited by the walk. With this, the estimation of
Ppw (r) is:
Ppw (r) =

„

s
r

«

· (prw )r · (1 − prw )s−r .

(10)

We have defined pfp as the probability that a given PW
at any node returns a FP result, conditioned on the fact
that it does not return a TP. This conditioning comes from
the second binomial coefficient in this equation, which we
restrict to the w − i PWs which we know that do not return
a TP, since the ones that do are accounted for in the first
binomial coefficient. In other words, the second binomial
coefficient includes the PWs that return a TN, a FN or a
FP result, and pfp is the probability that it returns a FP
conditioned on that. We can then easily write an estimation
of pfp as:

min{s,R}

ptp =

X
r=1

ˆ
`
´˜
Ppw (r) · (1 − dr ) + dr · 1 − (1 − a)s−r ,

(7)
where the brackets contain the probability that not all the r
instances present at T0 have disappeared (with probability
d) at Tr or, if they did disappear, at least one instance appeared (with probability a) in some of the s − r remaining
nodes in that interval.
An estimation for Ppw (r) can be obtained using the random properties of a random walk in networks built randomly. In particular, we consider that the next hop of a ran‡
The interval for which the dynamic behaviour of resources
yields a given value of d depends on the stochastic processes
that governs the births and deaths of resource instances in
the nodes of the network. The determination of that interval
is out of the scope of this work.

pfp =

1
(1 − Ppw (0) − ptp ) ,
1 − ptp

(11)

where we are substracting Ppw (0) (the probability of cases
TN and FN) and ptp (the probability of case TP).
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ABSTRACT
Consider a set of n processors traveling with bounded speed
along continuous trajectories on a line and suppose that each
processor must share a piece of information with all other
processors in the set. This is known as the gossiping task.
Each processor has a radio transmitter with transmission
radius R and interference radius R0
R. We present a
deterministic algorithm for the gossiping task, under certain
network density assumptions, that is provably correct and
terminates within O(n) time slots.
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1.

INTRODUCTION

In the gossiping task, each processor pi 2 {p1 , . . . , pn }
has a message mi that it wishes to share with all processors in the network. Gossiping is useful for performing any
aggregate computation that requires information from each
processor. This information can be internal, such as a processor’s planned trajectory, or external, such as environmental conditions. We consider processors that move along arbitrary, continuous trajectories on a one-dimensional line
and travel distance at most
in one time slot. The processors transmit messages wirelessly on a shared communication channel: a processor p receives a message from a
transmitting processor q during time slot t if and only if q
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is within distance R from p for the entirety of slot t and no
other transmitting processor q 0 is within distance R0 from p
at any point during slot t. If p does not receive a message
during slot t due to interfering transmissions from q and q 0 ,
then we say a collision has occurred at p during slot t; however, we assume that no processor is aware that such a collision has occurred. The processors operate in a distributed
manner, that is, they each execute a local algorithm and
only receive communication from other processors that are
nearby, rather than from a central coordinator. For some
applications, such as vehicular ad hoc networks (VANETs),
a small probability of error or a rare communication delay
means that human life is at risk, so we restrict our attention
to deterministic solutions to the gossiping task.
To our knowledge, ours is the first deterministic algorithm
that solves the gossiping task in such a mobile ad hoc network (MANET). An important feature of our solution is
that all processors terminate their local algorithm in the
same time slot. Therefore, our solution is particularly useful as a subroutine in more complex algorithms, since the
processors can all begin executing a subsequent algorithm
at the same time. Moreover, this means that our gossiping algorithm can be executed repeatedly without any delay
between executions. This can be useful for communicating periodic updates to the entire network, for example, in
a sensor network where each processor regularly takes new
measurements. Similarly, processors can send out updates
to the network when they make a change in their planned
trajectory, a fact that we use to answer an open question
raised in Ellen, Welch, and Subramanian [8].
Our algorithm is based on a collision-free transmission
schedule created by Ellen, Welch, and Subramanian (EWS)
[8] for maintaining neighbourhood information. In Section
4.1, we describe this schedule and then use it to form our
gossiping algorithm, presented in Section 4.2. In Section 4.3,
we give an overview of the analysis of our algorithm. In particular, we use a new “window” technique that we feel could
be useful for providing clear and rigorous analyses of information dissemination algorithms in mobile networks where
processors move along continuous trajectories. In Section
4.4, we show that our gossiping algorithm terminates within
O(n) slots.

2.

RELATED WORK

The deterministic gossiping task has been studied extensively for static networks [10]. More relevant to our work are
the results pertaining to geometric radio networks, that is,
networks where processors are positioned in physical space

and each has a transmission radius of R [7, 9, 13]. Less
is known about mobile ad hoc networks (MANETs), where
processors move within a physical environment and all processors have the same transmission radius R. Mohsin [14]
provides a survey of broadcasting algorithms in MANETs
and also discusses various mobility models and their e↵ect
on broadcasting algorithms.
Many broadcasting and gossiping algorithms require that
the topology of the network must remain static for significant periods of time, at regular intervals [3, 5, 12, 16, 17,
18]. In other algorithms [15], processors are required to be
located on the points of a one-dimensional grid at the beginning of each round and can only move to one adjacent
grid-point per round. Although arbitrarily small grid sizes
can model continuous trajectories, it comes at the cost of
requiring nodes to move extremely slowly.
Some algorithms for information dissemination tasks are
designed for models without collisions, assuming the MAC
layer deals with channel contention. Unfortunately, existing MAC layer implementations do not guarantee efficient
message delivery in highly dynamic networks. Moreover, an
algorithm that seems efficient in the absence of collisions
might result in costly situations for the MAC layer. Essentially, the high complexity of the algorithm is pushed to a
di↵erent layer and ignored.
In this paper, we consider a model that includes transmission collisions and where processors move through the
environment along arbitrary, continuous trajectories with
bounded speed. In this model, Ellen et al. [8] present an
algorithm for maintaining neighbourhood information in a
one-dimensional network. This result relies on the specification of a collision-free schedule, which we use in this paper.
Their schedule is adapted for the plane by Viqar and Welch
[19] and for road networks by Chung, Viqar, and Welch
[4]. Anta and Milani [2] provide solutions to the geocasting task, in which a designated source needs to send a message to all nodes within a specified geographic region. Anta
et al. [1] compare di↵erent classes of algorithms (oblivious,
quasi-oblivious, and adaptive) for information dissemination
tasks, such as geocasting and broadcasting. They provide
separations between these classes in terms of the number
of slots used by information dissemination algorithms, and,
they provide necessary restrictions on how often and how
long an informed processor must be within the communication range of an uninformed processor.

lationship between the values of R, R0 , and L (though the
authors of [8] show that these constraints are not difficult to
satisfy). The three constraints are: (C1) K > (m 1) ; (C2)
R+R0  (K 2 )(m 1); (C3) L  [R 3(m 1)
3K]/2.
Constraint (C1) implies that a processor can cross at most
one segment boundary within a single phase of the transmission schedule (although it may cross that boundary many
times within the phase). Constraint (C2) implies that any
two processors that are scheduled to transmit during the
same slot are guaranteed to be far enough away from each
other such that there is no possibility of a transmission collision occurring. Constraint (C3) implies that, between the
leftmost and rightmost processors, there is never an interval
of length [R 3(m 1)
3K]/2 that contains no processors. This ensures that there are always enough processors
nearby that will propagate a transmitted message.
For the purpose of analysis, we define a constant W =
dL/Ke. From the definition of K and constraints (C1)-(C3),
we get the following useful guarantees about the density of
the processors in the network.

3.

4.1

SET-UP AND ASSUMPTIONS

We assume that each processor has a unique identifier
(ID). Also, we assume that the network is sufficiently dense,
that is, there is a constant L  R such that no two consecutive processors on the line are farther than L units apart.
Given initial input constants K and m, the algorithm divides the environment into segments of length K, partitions
the set of segments into m segment classes, and partitions
the set of time slots into phases of length m 1. Specifically, segment Si is [iK, (i + 1)K), segment class S` =
{Si | i ⌘ ` (mod m)}, and phase ⇡j consists of the time slots
jm, jm + 1, . . . , (j + 1)m 1. Each processor knows its location in the environment, so, at all times, processors know in
which segment they are located. The values of K and m are
chosen according to a system of constraints given by three
inequalities. The assumption that a feasible solution exists
places further restrictions on our model, namely, on the re-

Observation 1. At all times, each contiguous block of
W segments in the network contains at least one processor.
Further, W < (m 3)/4 (which implies that m
8), and
R > (2W + 1)K + 3(m 1) .
Finally, we assume that, at the start of the algorithm,
each processor knows its own planned trajectory for the first
6n + 13 phases. While it may seem unrealistic that each
processor knows a lot about its future trajectory, it seems
very difficult to weaken this assumption: to find out about
new neighbours so that transmissions can be coordinated, it
seems necessary that planned trajectory information is received before processors become neighbours. We also assume
that, for each processor q within distance R + 2(m 1) of p
at the start of the algorithm, p knows the planned trajectory
of q for the first 6n + 13 phases. This information could be
learned by first running a two-hop neighbourhood discovery algorithm as an initial step. Although we are not aware
of any deterministic neighbourhood discovery algorithms for
our model, we could use the algorithm in [6] on top of a reliable MAC layer, or the algorithm in [11] if the processors
remained stationary during this initial step.

4.

ALGORITHM DESCRIPTION
The EWS Schedule

The task of maintaining neighbourhood information requires that, at all times, each processor in the network has
an up-to-date list of all of its neighbours and their locations. It is assumed that, initially, each processor has this
information and the trajectories of its neighbours. The EWS
schedule is defined in [8] to solve the neighbourhood maintenance task and is designed to avoid transmission collisions.
To do this, it provides a method for choosing a leader for
each segment at the beginning of each phase of the transmission schedule, and, specifies when each segment leader is
allowed to transmit within each phase. At the beginning of
each phase, each processor determines a leader for its segment, namely, the processor in its segment with smallest ID.
For each transmission slot, the transmission schedule specifies a single segment class, and all leaders of segments in
this segment class are allowed to transmit. Note that, since

the number of slots per phase is one less than the number of segment classes, some segment leaders do not get to
transmit. In [8], the authors prove that, at the beginning
of each subsequent phase, each processor knows the identity
and trajectory of each processor that is distance at most
R + 2(m 1) . It follows that, at all times, each processor
knows the identity and trajectory of all of its neighbours. In
Appendix A, we present more properties of the EWS schedule. These additional properties will be useful when proving
results about the speed of information propagation in the
network.

4.2

Gossiping Algorithm

In our gossiping algorithm, each processor follows the EWS
schedule, and, when chosen as a segment leader, transmits
all of the information it knows. This includes its own message, the gossiping messages it has received, and trajectory
information.
In the EWS algorithm, it is possible that a processor with
large ID will never get to transmit a message if there is
always a processor with smaller ID located in its segment
at the beginning of each phase. This motivates a modified
leader selection method for our gossiping algorithm: each
processor, at the beginning of each phase, checks if it has
received the gossiping message of each processor in its segment and has transmitted its own message. If so, it chooses
as leader the processor with smallest ID in the segment; otherwise, it chooses as leader the processor with smallest ID
among all processors whose gossiping messages it has not
received or transmitted. In Appendix B, we show that, at
the start of each phase, all processors in the same segment
choose the same leader.
Next, let LM and RM denote the indices of the leftmost
and rightmost segments that contain processors at the beginning of phase ⇡0 . Due to the relationship between R and
W from Observation 1 (i.e., R > (2W + 1)K): a processor is in one of the W + 1 leftmost (rightmost) segments of
the network if and only if there is a block of W contiguous
empty segments in its neighbourhood to the left (right) of its
current location. Further, each processor knows the location
of all processors in its neighbourhood, so it can determine if
it or one of its neighbours is in one of the W + 1 leftmost
(rightmost) segments of the network, and, hence, can determine the value of LM (RM ). We would like all processors in
the network to know the values of LM and RM, so, in phase
⇡0 , each leader that is located in the leftmost (rightmost)
2W + 1 segments of the network includes in its transmission
a variable whose value is the index of the leftmost (rightmost) segment. The EWS schedule guarantees that at least
one such processor transmits in phase ⇡0 .
Finally, we set out to define an appropriate termination
condition for the algorithm. When a gossiping message mi
is transmitted for the first time, it may take a while for
the message to reach all processors in the network. Thus,
two processors that are far away from one another may receive mi during di↵erent phases. This makes it difficult to
make sure that all processors terminate at the same time.
So, when a processor pi transmits mi for the first time, it
attaches a timestamp to its message, i.e., the phase number a during which it performed the transmission. Along
with these timestamps, the processors use their knowledge
of LM and RM to determine whether or not it is possible that there is a gossiping message that it has not re-

ceived yet. Since a processor can cross at most one segment boundary per phase, we know that, at the beginning
of phase ⇡b , the segment containing the leftmost processor has index at least LM b and the segment containing
the rightmost processor has index at most RM + b. Using an upper bound on the amount of time it takes for a
message transmitted by a processor at one edge of the network to reach the other (see Corollary 7 of Section 4.3), we
know that any message transmitted during phase number
a is received by all processors by the end of phase number
a + 2(RM LM + 4a)/(m 2) + 11. This helps us determine the minimum number of phases that a processor must
wait for new messages to arrive before it can safely terminate. Specifically, if processor p has received LM and RM ,
then if a0 is the latest timestamp it has received and it receives no message with later timestamp by the end of phase
number k = a0 + 2(RM LM + 4a0 )/(m 2) + 16, then
p terminates at the end of phase ⇡k . In Appendix C, we
show how this termination condition guarantees that gossiping has been completed before any processor terminates
and that all processors terminate at the same time.

4.3

Analysis

In this section, we outline the techniques used to analyze
the running time and correctness of our gossiping algorithm.
Due to space limitations, the proofs of the results in this
section have been provided in Appendices D and E.
We focus on finding an upper bound on the time it takes
for a transmitted message to reach all processors in the network. It is important for our algorithm that each processor
can calculate this bound locally, since it is used to decide
when to terminate. To derive the desired upper bound, we
created a simple and useful technique for analyzing information dissemination algorithms when processors are traveling
along continuous trajectories with bounded speed.
At a high-level, the technique consists of three parts: (1)
divide the physical environment into regions large enough so
that processors cannot pass through them quickly. Namely,
the region size will depend on the known upper bound on
the distance a processor can move in one time slot; (2) create
one or more windows, each with size the same as one region,
and define how they jump from region to region. Then, give
an upper bound on the number of time slots that elapse
before each processor has been located within some window;
(3) prove a window “invariant”, which is a statement of the
form if processor p is located within a window at time t, then
p satisfies property Z by time t0 . Examples of property Z
include “has received all messages” or “has terminated its
local algorithm”. Combining the window invariant with the
fact that every processor is eventually located within some
window implies that the desired property Z eventually holds
for all processors in the network.

Partitioning the Environment.
We partition the environment into equal-sized convex tiles.
Then, we combine disjoint sets of adjacent tiles into convex
supertiles. These supertiles also tile the environment. For
each supertile T , we associate a region consisting of T along
with any tiles that share a boundary with a tile in T .
To analyze our gossiping algorithm, we take our tiles to be
the set of segments used by the EWS algorithm. Next, for all
j 2 Z, we define supertile
Tj to be the union of m contiguous
S
tiles, namely, Tj = {Si | i 2 {jm, . . . , (j+1)m 1}}. Then,

for all j 2 Z, we define region Xj = Sjm 1 [ Tj [ S(j+1)m .
Note that each region overlaps its neighbouring regions by
two tiles each. Finally, we partition the set of time slots
into superphases: for a 0, define superphase ⇢a to be the
union of phases ⇡2a and ⇡2a+1 . Note that each superphase
⇢a contains H = 2m 2 slots numbered aH, aH +1, . . . , (a+
1)H 1. By constraint (C1), a processor can cross at most
two di↵erent segment boundaries during a single superphase.

Defining the Windows.
We now define the moving windows and give an upper
bound on the number of superphases that elapse before each
processor has been located in a window. We consider an
arbitrary tile Si located in an arbitrary region Xj . We define one window that moves rightward, and one that moves
leftward, both starting in region Xj at the beginning of an
arbitrary superphase ⇢a . Each window has size equal to the
size of one region. The rightward-moving window jumps
one region rightward at the beginning of each successive superphase, while the leftward-moving window jumps one region leftward at the beginning of each successive superphase.
More formally, we say that, at the end of superphase ⇢a+ ,
q is located in the rightward-moving window if it is located
in region Xj+ . Similarly, at the end of phase ⇢a+ , q is located in the leftward-moving window if it is located in region
Xj .
We now provide an upper bound on the time that elapses
before an arbitrary processor q is located within a window.
At the end of superphase ⇢a , an arbitrary processor q is
either found in Si , to the right of Si , or to the left of Si .
In what follows, we consider the processors that are located
at or to the right of tile Si at the end of superphase ⇢a .
We prove that no such processor is ever located to the left
of the rightward-moving window without first being located
within the rightward-moving window at the end of some
superphase.
Lemma 2. Consider two tiles Si and Si0 , with i  i0 ,
and suppose that processor q is located in Si0 at the end
of superphase ⇢a . Further, suppose that Si is contained in
supertile Tj . For any fixed
0, if q is not located in region
Xj+ at the end of superphases ⇢a , . . . , ⇢a+ , then q is not
located to the left of region Xj+ at the end of superphase
⇢a+ .
Next, we prove that the rightward-moving window eventually passes any processor q that is located in or to the right
of tile Si at the end of superphase ⇢a . Along with Lemma 2,
this gives the desired upper bound on the time that elapses
before processor q is located within the rightward-moving
window.
Lemma 3. Consider two tiles Si and Si0 , with i  i0 , and
suppose that processor q is located in Si0 at the end of superphase ⇢a . Further, suppose that Si is located in supertile
Tj . For any integer > (i0 jm + 3)/(m 2), q is located
to the left of region Xj+ at the end of superphase ⇢a+ .
Corollary 4. Consider two tiles Si and Si0 , with i  i0 ,
and suppose that processor q is located in Si0 at the end of superphase ⇢a . Further, suppose that Si is located in supertile
Tj . There exists an integer 0   d(i0 jm + 2)/(m 2)e
such that q is located in the rightward-moving window at the
end of superphase ⇢a+ .

The analogous result for the leftward-moving window is
similar. The resulting range for is 0   d(m(j + 1)
i0 + 1)/(m 2)e.

Window Invariant.
The last part of the technique involves proving a property
Z about all processors that are found within a window at the
end of a given superphase. We have already shown that each
processor in the network will eventually be found within one
of the windows, so we will be able to guarantee that property
Z eventually holds for all processors in the network.
Our current goal is to find upper bounds on the time it
takes for a specific message M to reach all processors in the
network. So, our property Z will concern the amount of
time that elapses between the time M is first transmitted
and the time when all processors found within the window
receive M . More concretely, the property will take the form
“if message M is first transmitted during superphase ⇢a , and
q is located in the window at the end of superphase ⇢a+ ,
the q will receive M by the end of superphase ⇢a+ +1 ”.
Lemma 5. Suppose that, during superphase ⇢a , p transmits M on behalf of segment Si in supertile Tj . Suppose
that, at the end of superphase ⇢a , processor q is located in
segment Si0 , with i0 i (i0  i). If, for
0, q is found in
the rightward-moving (leftward-moving) window at the end
of superphase ⇢a+ , then q has received M by the end of
superphase ⇢a+ +1 .
From Lemma 5 and an upper bound on the amount of
time that elapses before each processor has been found in
the window (i.e., Corollary 4 and its leftward analogue), we
get an upper bound on the amount of time that elapses
before all processors have received a transmitted message
M.
Theorem 6. Suppose that, during superphase ⇢a , p transmits M on behalf of segment Si in supertile Tj . Suppose that,
at the end of superphase ⇢a , processor q is located in segment
Si0 . Then, q receives M by the end of superphase ⇢a+ +1 ,
where  max{d(i0 jm + 2)/(m 2)e, d(m(j + 1) i0 +
1)/(m 2)e}.
This upper bound can be greatly simplified if the indices
of the leftmost and rightmost segments of the network at
the end of superphase ⇢a are known. This is because these
indices provide bounds on the values of i0 , i, and j. If LM
and RM are the indices of the leftmost and rightmost segments of the network at the beginning of superphase ⇢0 ,
then, at the end of superphase ⇢a , the leftmost segment
has index at least LM
2(a + 1) and the rightmost segment has index at most RM + 2(a + 1). This is because
a processor can cross at most two di↵erent segment boundaries during a single superphase. Therefore, we know that
i, i0 2 {LM 2(a + 1), . . . , RM + 2(a + 1)}, which we use to
prove the following result.
Corollary 7. Suppose that, during phase ⇡a , p transmits M on behalf of segment Si in supertile Tj . Then, every
processor receives M by the end of phase ⇡a+2 +11 , where
 (RM LM + 4a)/(m 2).

4.4

Running Time

In this section, we provide an upper bound on the running
time of our gossiping algorithm. From the termination condition presented in Section 4.2, we know that all processors

terminate their local algorithm at the end of phase number a0 + 2(RM LM + 4a0 )/(m 2) + 16, where a0 is the
largest timestamp received by the processors. From Lemma
15 (found in Appendix C), a0  2n 1, so, all processors
terminate their local algorithm by the end of phase number
2n + 2(RM LM )/(m 2) + 8(2n 1)/(m 2) + 15. Next,
from Observation 1, we know that every block of W contiguous segments contains at least one processor, 4W + 3 < m,
and m
8. It follows that (n 1)W
RM
LM and
8/(m 2)  3/2. Therefore, the algorithm terminates by
the end of phase number 6n + 13.

5.

CONCLUSIONS

Our gossiping algorithm can be used to weaken the assumptions about trajectory knowledge in the EWS neighbourhood maintenance algorithm. Rather than requiring
that all processors know their entire future trajectory (as
well as those of their neighbours), gossiping can be used to
communicate trajectory updates. By running the gossiping
algorithm every 6n + 13 phases and taking each processor’s
gossiping message to be its trajectory for the next 12n + 26
phases, we can guarantee (using a simple induction argument) that the trajectory information required by the EWS
algorithm is always known.
The window technique presented in Section 4.3 is a conceptual tool for analyzing algorithms in networks with processors that travel along arbitrary, continuous trajectories.
We have also used it to provide a slightly weaker, but simpler
analysis of the geocasting algorithm presented in [2], even
though their algorithm does not divide the environment into
segments, nor the set of time slots into phases.
The most important open problem is the acquisition of the
neighbourhood knowledge that our algorithm assumes is initially known. For our algorithm to be fully deterministic and
reliable, a deterministic neighbourhood learning algorithm
for MANETs is needed. This is the focus of our current research. Also, the assumptions and constraints needed by our
algorithm are quite strong. Although this poses a problem
from a practical standpoint, we feel that, for deterministic
gossiping where processors follow arbitrary continuous trajectories, these kinds of constraints are needed. Therefore,
we are currently investigating impossibility results to show
the inherent difficulty of the problem.
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A.

SCHEDULE PROPERTIES

In this section, we present various properties of the EWS
schedule that we will use repeatedly in later proofs. These
properties are easily verified by inspecting the provided schedule diagrams.
In each phase of the EWS schedule, there is exactly one
segment class that is not scheduled to transmit. So, we
have to be careful when proving properties about our algorithm: we may show that, at the beginning of a given phase,
there is a processor in a certain part of the network that is
ready to transmit a message M , but the processor is located
in a segment that is not scheduled to transmit during that
phase. However, we notice from the schedule that it is only
segment classes S0 and Sbm/2c that may not be scheduled.
Therefore, as the next result states, for any two segments
that are close enough together, we know that at least one of
them is scheduled to transmit.

Note that a transmission can be both rightward and leftward. Using these definitions, we can augment our schedule diagrams to show the directionality of transmissions, as
shown in Figure 1.
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Observation 8. Consider any two segments Si and Sj .
If |i j| < bm/2c, then at least one of {Si , Sj } is scheduled
to transmit during every phase.

Figure 1: A prefix of the transmission schedule when
m=10 augmented with the directionality of transmissions

From Observation 8 and the fact that a processor can cross
at most one segment boundary in one phase, it follows that
every processor p is very often located in a segment that is
scheduled to transmit (i.e., at least once every two phases).

From the augmented schedule diagram, it is easy to characterize when certain segments are scheduled for rightward
versus leftward transmissions.

Observation 9. For any processor p and any phase ⇡a ,
either:
• at the beginning of phase ⇡a , p is located in a segment
that is scheduled to transmit in phase ⇡a , or,
• at the beginning of phase ⇡a+1 , p is located in a segment
that is schedule to transmit in phase ⇡a+1 .
Next, we recall some definitions and establish some new
terminology. Recall that superphase ⇢a consists of phases
⇡2a and ⇡2a+1 of the EWS schedule. We will call phase ⇡2a
the first half of superphase ⇢a and ⇡2a+1 the second half of
superphase ⇢a . Also, recall that supertile Tj consists of segments numbered jm, jm + 1, . . . , j(m + 1) 1. The segments
{Sjm , . . . , Sjm+bm/2c 1 } will be called the left half of supertile Tj and the segments {Sjm+bm/2c , . . . , Sj(m+1) 1 } will be
called the right half of supertile Tj . The following fact follows from the relationship between m and W in Observation
1.
Observation 10. If jm  i  jm + W 1, then segment
Si is in the left half of supertile Tj . If jm + m W  i 
(j + 1)m 1, then segment Si is in the right half of supertile
Tj .
The most important property of the EWS schedule is what
can be thought of as the ‘directionality’ of transmissions.
This has nothing to do with the actual physical direction of
a transmission: all antennae are omnidirectional. Instead,
we are referring to the fact that the message will continue to
be propagated in a certain direction in the network without
significant delay. The following definitions make this more
concrete.
Definition 1. A transmission that is scheduled during a
slot t on behalf of a segment Si is called a rightward transmission (leftward transmission) if the segment Si+1 (Si 1 )
is scheduled to transmit in slot t + 1 or in slot t + 2.

Observation 11. In the first half of every superphase,
each segment in the left (right) half of Tj is scheduled to
perform a rightward (leftward) transmission. In the second
half of every superphase, each segment in the right (left) half
of Tj is scheduled to perform a rightward (leftward) transmission.
Since each segment is scheduled to transmit at most once
per phase of the schedule, we observe that there is a clear
order in which the segments in a given supertile are scheduled to transmit (as demonstrated by the ‘diagonal lines’ of
transmissions in the schedule diagram).
Observation 12. Suppose that segment Si in supertile
Tj is scheduled to make a rightward (leftward) transmission
in slot t of phase ⇡b . For all segments Si0 with i0 > i (i0 < i)
in the same half of supertile Tj as Si , Si0 is scheduled to
make a rightward (leftward) transmission in phase ⇡b after
slot t.
Observation 13. Suppose that in phase ⇡b , segment Si
is scheduled to make a leftward (and not rightward) transmission. Then, for each j 2 {i 1, i, i + 1}, if segment Sj
is scheduled to transmit in phase ⇡b+1 , then its transmission
will be rightward.
The following fact follows from Observation 8 and the relationship between m and W in Observation 1 in Section
4.1.
Observation 14. Suppose that in phase ⇡b , segment Si
is not scheduled to perform a transmission. Then, segments
Si+1 , . . . , Si+W are all scheduled to perform a rightward transmission during phase ⇡b+1 .

B.

LEADER SELECTION

In this section, we prove that, for any segment S and
any phase ⇡, the modified leader selection method in our
gossiping algorithm satisfies the following two properties:
1. If there exists a processor in segment S at the beginning
of phase ⇡ that has never transmitted before the beginning of phase ⇡, then the leader chosen for S for phase
⇡ is a processor that has never transmitted before the
beginning of phase ⇡.
2. All processors that are in the same segment S at the
beginning of a phase ⇡ choose the same leader.
Recall the specification of the leader selection algorithm:
each processor in segment S, at the beginning of phase ⇡,
checks if it has received the gossiping message of each processor in its segment. If so, it chooses as leader the processor
with smallest ID in the segment; otherwise, it chooses as
leader the processor with smallest ID among all processors
whose gossiping messages it has not received.
To see that Property 1 is satisfied, note that the gossiping
message of a processor q that has not transmitted before the
beginning of phase ⇡ is not received by any processor. Therefore, by our leader selection method, each processor in the
same segment as q at the beginning of phase ⇡ will pick as
leader the processor p with smallest ID among all processors
whose gossiping messages it has not received. By Lemma 17
(found in Appendix D), processor p did not transmit before
the beginning of phase ⇡.
By the definition of the neighbourhood maintenance task,
the EWS schedule ensures that each processor knows all of
its neighbours at the beginning of phase ⇡. By constraint
(C3) in the choice of EWS algorithm parameters, we know
that the length of a segment is smaller than the transmission
radius. So, we conclude that all processors in segment S at
the beginning of phase ⇡ know about each other. To prove
that Property 2 is satisfied, we consider the following two
cases:
1. Each processor located in S at the beginning of phase
⇡ has received the gossiping messages of all other processors located in S at the beginning of phase ⇡. Since
all processors have unique IDs, they will all pick the
unique processor with smallest ID, as required.
2. There is a processor q located in S at the beginning of
phase ⇡ that has not received the gossiping message of
some processor p that is located in S at the beginning
of phase ⇡. Without loss of generality, assume that q
chooses processor p as leader according to our leader
selection algorithm. Namely, of all processors in S at
the beginning of phase ⇡ whose gossiping message was
not received by q, p has the smallest ID. By Lemma 17,
it follows that p did not transmit its gossiping message
before the beginning of phase ⇡. Therefore, no processor located in S at the beginning of phase ⇡ has received p’s gossiping message by the beginning of phase
⇡, so all processors have p as a potential candidate for
leader. Next, for any processor p0 in S at the beginning
of phase ⇡ with ID smaller than p’s, it must be the case
that q received the gossiping message belonging to p0
before phase ⇡ (by the choice of p). By Lemma 17,
all processors located in S at the beginning of phase ⇡
received the gossiping message belonging to p0 before
phase ⇡. Therefore, all processors choose p as leader,
as required.

C.

TERMINATION

In this section, we show how the termination condition
described in Section 4.2 guarantees that gossiping has been
completed before any processor terminates and that all processors terminate at the same time. We will need the following result, which guarantees that, as long as there are
processors that have never transmitted before, at least one
new gossiping message is transmitted every two phases.
Lemma 15. Suppose that there is a processor pi that has
not transmitted its message mi before the beginning of phase
⇡a . Then, there exists some processor pj that transmits mj
for the first time in phase ⇡a or ⇡a+1 .
Proof. Let ⇡b , with b a, be the first phase such that,
at the beginning of phase ⇡b , pi is located in a segment S
that is scheduled to transmit in phase ⇡b . By Observation
9, b 2 {a, a + 1}. Clearly, pi has not transmitted its message
mi before the beginning of phase ⇡b , so, by property 1 of
our leader selection method (as discussed in Appendix B),
the leader pj chosen for segment S for phase ⇡b has never
transmitted before the beginning of phase ⇡b . Therefore,
pj will transmit mj for the first time in phase ⇡b , with b 2
{a, a + 1}.
Now, recall the specification of the termination condition:
if processor p has received LM and RM , then, if a0 is the
latest timestamp received by processor p and if no message
with later timestamp is received by p by the end of phase
number k = a0 + 2(RM LM + 4a0 )/(m 2) + 16, then p
terminates at the end of phase ⇡k .
To prove that no processor terminates before gossiping
has been completed, we assume otherwise and show that a
contradiction arises. Namely, assume that some processor p
terminates at the end of some phase ⇡z such that there exists
a processor q that has not received the gossiping message of
some processor u by the end of phase ⇡z . Let a0 be the latest
timestamp received by processor p before it terminated. By
the termination condition, z = a0 +2(RM LM +4a0 )/(m
2) + 16. Suppose that u transmitted for the first time during
phase ⇡b . If b  a0 , then, by Corollary 7, q received u’s
message by the end of phase b + 2(RM LM + 4b)/(m
2) + 11  a0 + 2(RM
LM + 4a0 )/(m 2) + 11 < z, a
contradiction. So, in what follows, we assume that b >
a0 . In other words, u has not transmitted by the end of
phase ⇡a0 . By Lemma 15, in either phase ⇡a0 +1 or phase
⇡a0 +2 , some processor v that never transmitted before phase
⇡a0 +1 will transmit for the first time. In this transmitted
message, v will attach timestamp c 2 {a0 + 1, a0 + 2}. By
Corollary 7, p will receive v’s message by the end of phase
c + 2(RM LM + 4c)/(m 2) + 11  a0 + 2 + 2(RM LM +
4(a0 + 2))/(m 2) + 11  a0 + 2(RM LM + 4a0 )/(m
2) + 2 + 16/(m 2) + 11. From Observation 1, m
8, so
a0 + 2(RM LM + 4a0 )/(m 2) + 2 + 16/(m 2) + 11 
a0 + 2(RM
LM + 4a0 )/(m 2) + 16  z. This means
that, before p terminated, it received a timestamp c > a0 , a
contradiction.
The fact that each processor eventually terminates follows
from the following observations:
• the values of LM and RM are transmitted during phase
⇡0 , and, by Corollary 7, these values are received by
all processors by the end of phase number 2(RM
LM )/(m 2) + 11,

• since the number of processors is finite, Lemma 15 implies that all processors transmit at least once by the
end of some phase number t0 , and,
• since no messages contain a timestamp greater than t0 ,
all processors will eventually terminate.

Lemma 17. Suppose that p is located in segment Si at the
beginning of phase ⇡a and that p has transmitted a message
M before the beginning of phase ⇡a . If q is located in segment
Sj with j 2 {i W, . . . , i + W } at the beginning of phase ⇡a ,
then q received M before the beginning of phase ⇡a .

To see that all processors terminate at the same time, suppose that a0 is the last phase during which some processor
transmits for the first time. Since no processor terminates
before gossiping is completed, all processors receive a message containing timestamp a0 before they terminate. Since
no processor will receive a message with a timestamp greater
than a0 , every processor will terminate at the end of phase
number k = a0 +2(RM LM +4a0 )/(m 2)+16, as required.

Proof. Consider the smallest a such that, at the beginning of phase ⇡a , p is located in a segment Si , q is located in
a segment Sj with j 2 {i W, . . . , i + W }, p has transmitted
M before the beginning of phase ⇡a , but q has not received
M by the beginning of phase ⇡a . There are two cases to
consider:

D.

SPEED OF MESSAGE PROPAGATION

In this section, we set out to prove the window invariant
specified in Lemma 5 of Section 4.3. We focus on proving
the result for the rightward-moving window, as the proof for
the leftward-moving window is analogous (by symmetry). In
what follows, we suppose that there is a single message M
that has been transmitted by some source processor p. The
goal is to calculate an upper bound on the amount of time
that elapses before M reaches an arbitrary processor that is
located to the right of p when it transmits.
The first useful result shows that if processor p transmits
its message during a phase ⇡↵ , then the processors that are
close enough to p at the beginning or end of phase ⇡↵ will
receive p’s transmission during phase ⇡↵ .
Lemma 16. Suppose that a processor p transmits M during a phase ⇡↵ as the leader of segment Si . If processor q
is located in Si0 with i0 2 {i 2W, . . . , i + 2W } at the beginning or end of phase ⇡↵ , then q received M during p’s
transmission.
Proof. Suppose that processor p is located at point x
in segment Si at the beginning of phase ⇡↵ . As the length
of ⇡↵ is m 1 transmission slots, it follows that, at any
time during phase ⇡↵ , p’s location must be in the range
[x (m 1) , x + (m 1) ]. Similarly, if q is located at
point y in segment Si0 at the beginning or end of phase ⇡↵ ,
then, at any time during phase ⇡↵ , q’s location must be in
the range [y (m 1) , y +(m 1) ]. Therefore, at all times
during phase ⇡↵ , the distance between p and q is bounded
above by |y x| + 2(m 1) .
Without loss of generality, we assume that y
x. Since
x 2 [iK, (i + 1)K) and y 2 [i0 K, (i0 + 1)K), it follows that
y x + 2(m 1) < (i0 + 1)K iK + 2(m 1)  (i +
2W + 1)K iK + 2(m 1) < (2W + 1)K + 3(m 1) < R
by Observation 1. Thus, we have shown that, at all times
during phase ⇡↵ , the distance between processors p and q is
less than R, which implies that q receives the transmission
by p.
Next, we consider whether or not a processor p’s transmitted message is received by the processors in a certain section
of the network before the arrival of p into that section. This
result is crucial for showing the correctness of our modified
leader selection method: the processors in a given segment
want to choose as leader the processor in the segment with
smallest ID that has not transmitted yet. If we can guarantee that all processors in the segment know who else in
the segment has already transmitted at least once, then they
will all choose the same leader.

1. p transmits during phase ⇡a 1 . Then, p is the leader of
some segment Si0 during phase ⇡a 1 . Since p can cross
at most one segment boundary per phase, it follows
that i0 2 {i 1, i, i + 1}, so, at the beginning of phase
⇡a (i.e., at the end of phase ⇡a 1 ) q is located in Sj with
j 2 {i0 W 1, . . . , i0 +W +1} ✓ {i0 2W, . . . , i0 +2W }.
By Lemma 16 with ↵ = a 1 and i = i0 , q receives p’s
transmission of M during phase ⇡a 1 , which contradicts the assumption that q did not receive M by the
beginning of phase ⇡a .
2. p does not transmit during phase ⇡a 1 . Let Si0 and
Sj 0 be the segments in which p and q are located at
the beginning of phase ⇡a 1 , respectively. Since a processor can cross at most one segment boundary during
a phase, i0 2 {i 1, i, i + 1} and j 0 2 {j 1, j, j +
1} ✓ {i
W
1, . . . , i + W + 1}. It follows that
j 0 2 {i0 W
2, . . . , i0 + W + 2}. Since q has not
received M by the beginning of ⇡a 1 , then, by our
choice of a, j 0 62 {i0
W, . . . , i0 + W }. So, either
0
0
0
j 2 {i W 2, i W 1} or j 0 2 {i0 +W +1, i0 +W +2}.
Without loss of generality, assume j 0 2 {i0 W 2, i0
W
1}. By Lemma 1, there exists a processor in a
segment Si00 with i00 2 {i0 W, . . . , i0 1} at the beginning of phase ⇡a 1 . By Observation 8 (in Appendix
A) and Observation 1, the leader of at least one of
{Si0 , Si00 } transmits during phase ⇡a 1 . Let p0 be such
a leader, transmitting on behalf of segment Sk , where
k 2 {i0 , i00 } ✓ {j W, . . . , j + W }. By the choice of a,
p0 received M before the beginning of phase ⇡a 1 .
Finally, since j 0 2 {j 1, j, j + 1} and j 0 2 {i0 W
2, i0 W 1}, it follows that j  i0 W . Also, since
i0 2 {i 1, i, i + 1} and j
i W , it follows that
j
i0 W 1. Finally, since i0 W  i00  i0 1, it
follows that i0 W  k  i0 , so k 2W  j  k + 2W .
By Lemma 16 with ↵ = a 1, p = p0 , and i = k,
q received the transmission of M by p0 during phase
⇡a 1 , which contradicts the assumption that q did not
receive M before the beginning of phase ⇡a .

The next result shows that as long as p is not located near
the right edge of its supertile when it makes a rightward
transmission, M will be transmitted again during the same
superphase by the leader of a segment to the right of p.
Lemma 18. Suppose that, during superphase ⇢a , p performs a rightward transmission of message M on behalf of
segment Si in supertile Tj . If i  jm + m W 1, then M
will also be transmitted via a rightward transmission later in
superphase ⇢a by the leader of segment Si0 in supertile Tj
for some i0 > i.

Proof. There are two cases to consider:
1. p’s transmission occurs during the second half of superphase ⇢a . By Observation 11 (in Appendix A, since p
performs a rightward transmission on behalf of Si , it
follows that Si is located in the right half of supertile
Tj . By Observation 1, there is some segment Si0 with
i0 2 {i + 1, . . . , i + W } that contains a processor at
the beginning of phase ⇡2a+1 . Let p0 be the leader of
Si0 for phase ⇡2a+1 . By Lemma 16 with q = p0 and
↵ = 2a + 1, p0 receives p’s transmission of M . Since
i < i0  i + W  jm + m 1, it follows that Si0 is located in the right half of supertile Tj . By Observation
12 (in Appendix A, p0 is scheduled to perform a rightward transmission in phase ⇡2a+1 after p does. Thus,
we have shown that p0 transmits M via a rightward
transmission on behalf of a segment Si0 in supertile Tj
for some i0 > i.
2. p’s transmission occurs during the first half of superphase ⇢a . By Observation 11, since p performs a rightward transmission on behalf of Si , it follows that Si is
located in the left half of supertile Tj . There are two
sub-cases to consider:
(a) i  jm + bm/2c W 1. By Observation 1, there
is some segment Si0 with i0 2 {i + 1, . . . , i + W }
that contains a processor at the beginning of phase
⇡2a . Let p0 be the leader of Si0 for phase ⇡2a . By
Lemma 16 with q = p0 and ↵ = 2a, p0 receives
p’s transmission of M . Since i < i0  i + W 
jm + bm/2c 1, it follows that Si0 is located in
the left half of supertile Tj . By Observation 12, p0
is scheduled to perform a rightward transmission
in phase ⇡2a after p does. Thus, we have shown
that p0 transmits M via a rightward transmission
on behalf of a segment Si0 in supertile Tj for some
i0 > i.
(b) i jm + bm/2c W . By Observation 1, there is
some segment Si0 with i0 2 {i + W, . . . , i + 2W
1} that contains a processor at the beginning of
phase ⇡2a+1 (equivalently, at the end of phase ⇡2a ).
Let p0 be the leader of Si0 for phase ⇡2a+1 . By
Lemma 16 with q = p0 and ↵ = 2a, p0 receives p’s
transmission of M . Since i0 i+W
jm+bm/2c,
it follows that Si0 is located in the right half of
supertile Tj . By Observation 11, p0 is scheduled to
perform a rightward transmission in phase ⇡2a+1 ,
namely, after p’s transmission in phase ⇡2a . Thus,
we have shown that p0 transmits M via a rightward
transmission on behalf of a segment Si0 in supertile
Tj for some i0 > i.

We have just shown that p’s rightward transmission in
superphase ⇢a gets propagated rightward during the same
superphase until it reaches the right edge of p’s supertile. We
now use this to show that all processors in the same region as
p during superphase ⇢a receive M by the end of superphase
⇢a . This is essentially the base case of the window invariant:
processors found in the rightward-moving window at the end
of superphase ⇢a receive M by the end of superphase ⇢a .
Lemma 19. Suppose that, during superphase ⇢a , p performs a rightward transmission of message M on behalf of

segment Si in supertile Tj . Suppose that, at the end of superphase ⇢a , q is located in Si0 in region Xj , with i0
i.
Then, q has received M by the end of superphase ⇢a .
Proof. Consider the maximum value of i such that, during superphase ⇢a , p performs a rightward transmission of
message M on behalf of segment Si in supertile Tj and q
does not receive M by the end of superphase ⇢a .
First, suppose that i jm+m W . Then, by Observation
10 (in Appendix A, Si is in the right half of supertile Tj . By
Observation 11, p’s transmission occurs during the second
half of superphase ⇢a . Since Si0 is in region Xj , it follows
that i0  (j+1)m < jm+m+W  i+2W . Since q is located
in segment Si0 at the end of phase ⇡2a+1 , Lemma 16 implies
that q received p’s transmission of M . This contradicts the
choice of i.
Next, suppose that i  jm+m W 1. By Lemma 18, M
will also be transmitted via a rightward transmission later in
superphase ⇢a by the leader of a segment Si0 in supertile Tj
for some i0 > i. This contradicts the choice of i, so it must
be the case that q receives M by the end of superphase ⇢a .

Now we consider what happens across supertile boundaries. If p transmits M via a rightward transmission from a
supertile Tk , and supertile Tk+1 contains a processor at the
beginning of the next superphase, then M will be transmitted again by a leader near the left edge of supertile Tk+1
during the first half of the next superphase.
Lemma 20. Suppose that, during superphase ⇢b , message
M is transmitted via a rightward transmission on behalf of
a segment in supertile Tk . If supertile Tk+1 contains a processor at the beginning of superphase ⇢b+1 , then there exists
a processor that performs a rightward transmission of M on
behalf of a segment in {S(k+1)m , . . . , S(k+1)m+W 1 } during
phase ⇡2(b+1) .
Proof. Consider the last rightward transmission of M
on behalf of a segment in supertile Tk during superphase ⇢b .
Suppose that this transmission is performed by processor p
on behalf of segment Si . By Lemma 18, it follows that i
km + m W . Further, by Observation 10, Si is in the right
half of supertile Tk . By Observation 11, p’s transmission
occurs in the second half of superphase ⇢b .
Assume that supertile Tk+1 contains a processor at the
beginning of superphase ⇢b+1 . Our goal is to show that
there is a processor q located in a segment Si0 with i0 2
{(k + 1)m, . . . , (k + 1)m + W 1} at the beginning of superphase ⇢b+1 . First, we know that p was chosen as leader of
Si in supertile Tk at the beginning of phase ⇡2b+1 . Therefore, i  (k + 1)M
1. Since p can cross at most one
segment boundary per phase, it follows that, at the beginning of superphase ⇢b+1 , p is in or to the left of segment
S(k+1)M . If p is in S(k+1)M at the beginning of superphase
⇢b+1 , then set q = p and we are done. Otherwise, we proceed
with the assumption that p is located to the left of supertile
Tk+1 at the beginning of superphase ⇢b+1 . By assumption,
we know that there is at least one processor located in supertile Tk+1 at the beginning of superphase ⇢b+1 . If we
assume that all such processors are to the right of the segment with index (k + 1)m + W 1, then the W segments
with indices (k + 1)m, . . . , (k + 1)m + W 1 are all empty.
These segments are all in the network since p is to the left

beginning of superphase ⇢a+ 1 , p0 is located to the left of
supertile Ta+ 1 . Thus, all segments in supertile Tj+ 1 are
part of the network at the beginning of superphase ⇢a+ 1 ,
so, by Lemma 1, any contiguous block of W segments in the
supertile contains a processor, as required.
By the induction hypothesis, there exists a processor that
performs a rightward transmission of M on behalf of a segment in {S(j+ 1)m , . . . , S(j+ 1)m+W 1 } during phase ⇡2(a+ 1) .
In particular, during superphase ⇢a+ 1 , message M is transmitted via a rightward transmission on behalf of a segment in
supertile Tj+ 1 . Since Tj+ contains a processor at the beginning of superphase ⇢a+ , it follows from Lemma 20 that
there exists a processor that performs a rightward transmission of M on behalf of a segment in {S(j+ )m , . . . , S(j+ )m+W 1 }
during phase ⇡2(a+ ) .

of them and there exists at least one processor to the right
of them. Therefore, Lemma 1 is violated, and we conclude
that there is a processor q located in a segment Si0 with
i0 2 {(k + 1)m, . . . , (k + 1)m + W
1} at the beginning
of superphase ⇢b+1 . By Observation 10, Si0 is in the left
half of supertile Tk+1 . By Observation 11, q will perform a
rightward transmission on behalf of Si0 in the first half of
superphase ⇢b+1 .
Finally, since Si is in supertile Tk , i < (k +1)m  i0 . Also,
0
i
i  ((k + 1)m + W 1) (km + m W ) = 2W 1.
Since i0 2 {i + 1, . . . , i + 2W 1}, then, by Lemma 16 with
↵ = 2b + 1, q received M during p’s transmission during
phase ⇡2b+1 . Hence, q transmits M during its transmission
in superphase ⇢b+1 .
So far, we have shown that a rightward transmission of
M during a superphase ⇢a gets propagated within the same
supertile during ⇢a (Lemma 19) and into the next supertile
during ⇢a+1 (Lemma 20). So, using an induction argument,
we now show that message M continues to be propagated
until it gets to the right edge of the network.
Lemma 21. Suppose that, during superphase ⇢a , message
M is transmitted via a rightward transmission on behalf of a
segment in supertile Tj . For all > 0, if supertile Tj+ contains a processor at the beginning of superphase ⇢a+ , then
there exists a processor that performs a rightward transmission of M on behalf of a segment in {S(j+ )m , . . . , S(j+ )m+W
during phase ⇡2(a+ ) .
Proof. The proof is by induction on . For the base case,
set = 1. By assumption, message M is transmitted via a
rightward transmission on behalf of a segment in supertile Tj
during superphase ⇢a . If supertile Tj+1 contains a processor
at the beginning of superphase ⇢a+1 , then, by Lemma 20,
there exists a processor that performs a rightward transmission of M on behalf of a segment in {S(j+1)m , . . . , S(j+1)m+W
during phase ⇡2(a+1) .
As induction hypothesis, for > 1, assume that if supertile Tj+ 1 contains a processor at the beginning of superphase ⇢a+ 1 , then there exists a processor that performs
a rightward transmission of M on behalf of a segment in
{S(j+ 1)m , . . . , S(j+ 1)m+W 1 } during phase ⇡2(a+ 1) .
For
> 1, suppose that supertile Tj+ contains a processor p at the beginning of superphase ⇢a+ . We show
that supertile Tj+ 1 contains a processor at the beginning
of superphase ⇢a+ 1 . First, consider the location of p at
the beginning of superphase ⇢a+ 1 . Since p can cross at
most two segment boundaries during a single superphase
and each supertile has at least 8 segments (by Observation
1), it follows that p is located in or to the right of supertile Tj+ 1 at the beginning of superphase ⇢a+ 1 . So we
proceed with the assumption that p is located to the right
of supertile Tj+ 1 at the beginning of superphase ⇢a+ 1 .
Next, from the Lemma statement, there is a processor p0
located in a segment Si of supertile Tj at the beginning of
superphase ⇢a . By the definition of Tj , i  (j + 1)m 1.
Since p0 can cross at most two segment boundaries in one
superphase, it follows that, at the beginning of superphase
⇢a+ 1 , p0 is in or to the left of the segment with index
i + 2(
1)  (j + 1)m + 2(
1). The leftmost segment of
supertile Tj+ 1 has index (j+ 1)m = (j+1)m+m( 2),
which is strictly greater than (j +1)m+2(
1) since m 8
(by Observation 1). Therefore, we have shown that, at the

In Lemma 19, we basically proved the “base case” of the
window invariant: processors located in the rightward-moving
window at the end of superphase ⇢a receive M by the end
of superphase ⇢a . We now prove the induction step for the
case when p’s transmission is rightward.
Lemma 22. Suppose that, during superphase ⇢a , p performs a rightward transmission of M on behalf of segment
Si in supertile Tj . Suppose that, at the end of phase ⇢a , processor q is located in segment Si0 , with i0 i. If, for
0,
1}
q is found in region Xj+ at the end of superphase ⇢a+ ,
then q has received M by the end of superphase ⇢a+ .

1}

Proof. We proceed by induction on . When
= 0,
the result follows by Lemma 19. As induction hypothesis,
assume that, for > 0, if q is found in region Xj+ 1 at
the end of superphase ⇢a+ 1 , then q has received M by the
end of superphase ⇢a+ 1 .
Now, suppose that q is found in region Xj+ at the end
of superphase ⇢a+ . There are two cases to consider:
1. At the beginning of superphase ⇢a+ , q is located to the
left of supertile Tj+ . At the end of superphase ⇢a+ ,
q is in region Xj+ , that is, q is located in a segment
with index at least (j + )m 1. Since q can cross
at most 2 segment boundaries during superphase ⇢a+ ,
it follows that, at the beginning of superphase ⇢a+
(or, equivalently, at the end of superphase ⇢a+ 1 ) q is
located in a segment with index at least (j + )m 3
(j +
1)m. In particular, this means that q is located
in region Xj+ 1 at the end of superphase ⇢a+ 1 . By
the induction hypothesis, q has received M by the end
of superphase ⇢a+ 1 .
2. At the beginning of superphase ⇢a+ , q is located in
or to the right of supertile Tj+ . Then it follows that
supertile Tj+ is non-empty at the beginning of superphase ⇢a+ . By Lemma 21, there exists a processor
p00 that performs a rightward transmission of M on behalf of a segment Si00 with i00 2 {(j + )m, . . . , (j +
)m + W 1} during phase ⇡2(a+ ) . If i0
i00 , then,
by Lemma 19, q receives M by the end of superphase
⇢a+ . Otherwise, i0 < i00  (j + )m + W 1. Since
q can cross at most two segment boundaries during superphase ⇢a+ , it follows that, at the beginning of superphase ⇢a+ , q is located to the left of segment with
index (j + )m + W + 1  i00 + W + 1. But, by assumption, at the beginning of superphase ⇢a+ , q is located

in or to the right of segment (j + )m
i00 W + 1.
0
00
00
It follows that i 2 {i
W + 1, . . . , i + W } ✓ {i00
00
2W, . . . , i + 2W }. By Lemma 16 with p = p00 , i = i00
and ↵ = 2(a + ), we know that q received the transmission of M by p00 during phase ⇡2(a+ ) .

Finally, we must consider what happens if p’s transmission is not rightward. In this case, there is a small delay
before M is transmitted via a rightward transmission. Once
this rightward transmission occurs, M is propagated rightward relatively quickly, as we have already shown. In fact, a
processor found in the rightward-moving window must wait
one more superphase for M to arrive than in the case where
the initial transmission of M was rightward.
Lemma 23. Suppose that, during superphase ⇢a , p performs a leftward (but not rightward) transmission of M on
behalf of segment Si in supertile Tj . Suppose that, at the
end of phase ⇢a , processor q is located in segment Si0 , with
i0
i. If, for
0, q is found in region Xj+ at the end
of superphase ⇢a+ , then q has received M by the end of
superphase ⇢a+ +1 .
Proof. Suppose that p transmits during phase ⇡b in superphase ⇢a . Suppose that, at the end of phase ⇡b , q is
located in segment Si00 .
First, consider the case where i  i00  i+2W . At the end
of phase ⇡b , q is located in Si00 with i00 2 {i 2W, . . . , i+2W },
so, by Lemma 16, q receives p’s transmission of M during
phase ⇡b . Thus, q receives M by the end of superphase ⇢a .
So, in what follows, we assume that i00 i + 2W + 1. At
the end of phase ⇡b , p is located in some segment Sk with
k 2 {i 1, i, i + 1} since p can cross at most one segment
boundary per phase. Therefore, i00
k + 2W . By Lemma
1, there must be a leader p0 in a segment with index k0 2
{k + 1, . . . , k + W } at the beginning of phase ⇡b+1 . Also,
we know that p is in segment Sk at the beginning of phase
⇡b+1 . Thus, by Observation 8, at least one of p0 or the chosen
leader for Sk will transmit during phase ⇡b+1 . Further, since
k, k0 2 {k W, . . . , k + W }, by Lemma 17, the transmitting
processor has already received M before the beginning of
phase ⇡b+1 , so M will be transmitted during phase ⇡b+1 .
Next, we show that this transmission of M is rightward. If
segment Sk is scheduled to transmit in phase ⇡b+1 , then, by
Observation 13 (in Appendix A), segment Sk is scheduled to
perform a rightward transmission in phase ⇡b+1 . Otherwise,
segment Sk is not scheduled to transmit in phase ⇡b+1 , so, by
Observation 14 (in Appendix A), segment Sk0 is scheduled
to perform a rightward transmission in phase ⇡b+1 .
Finally, we consider how long it takes before q receives M .
There are two cases to consider:
1. Suppose that b = 2a. It follows that, at the end of phase
⇡2a , q is located in segment Si00 with i00 i + 2W + 1.
Since q can cross at most one segment boundary per
phase, it follows that, at the end of phase ⇡2a+1 , q
is located in segment S` with `
i + 2W . But, the
transmission of M during phase ⇡b+1 is on behalf of a
segment Sk00 with k00 2 {k, . . . , k + W } ✓ {i 1, . . . , i +
W + 1}. So, we know that, at the end of phase ⇡2a+1
(namely, at the end of superphase ⇢a ), q is located in a
segment with index ` k. By Lemma 22, q will receive
M by the end of superphase ⇢a+ .

2. Suppose that b = 2a + 1. It follows that, at the end
of phase ⇡2a+1 , q is located in segment Si00 with i00
i + 2W + 1. Since q can cross at most one segment
boundary per phase, it follows that, at the end of phase
⇡2a+3 , q is located in segment Sk0 with k0 i + 2W 1.
But, the transmission of M during phase ⇡b+1 is on
behalf of a segment Sk with k 2 {j, . . . , j + W } ✓
{i 1, . . . , i + W + 1}. So, we know that, at the end of
phase ⇡2a+3 (namely, at the end of superphase ⇢a+1 ),
q is located in a segment with index k0 , where either
k0 = k 1 or k0 k.
If k0 = k 1, then, since q can cross at most one segment
boundary per phase, q is located in a segment with
index in {k 2, k 1, k} ✓ {k 2W, . . . , k + 2W } at the
end of phase ⇡2a+2 . Therefore, by Lemma 16, q receives
the transmission of M during phase ⇡2a+2 = ⇡b+1 , that
is, before the end of superphase ⇢a+1 (which is by the
end of ⇢a+ +1 since
0).
0
Otherwise, if k
k, then, by Lemma 22 with a = a+1,
q will receive M by the end of superphase ⇢a+ +1 .

Taken together, Lemmas 22 and 23 imply the window invariant (in the rightward-moving case) described in Lemma
5 of Section 4.3, as desired.

E.

PROOFS FOR THE WINDOW TECHNIQUE

Proof of Lemma 2.
Proof. The proof is by induction on . First, consider
the case when = 0. Since the leftmost segment of Tj has
index jm and Si is contained in Tj , q must be located in
a tile with index at least jm at the end of superphase ⇢a .
But, the leftmost segment of region Xj is Sjm 1 , so q is not
located to the left of region Xj at the end of superphase ⇢a .
Now, consider the case when > 0. Suppose q is not located in Xj+ at the end of superphases ⇢a , . . . , ⇢a+ . Consider the location of q at the end of superphase ⇢a+ 1 . By
the induction hypothesis, q is not located to the left of region
Xj+ 1 . Since q is not located in region Xj+ 1 , q is located
to the right of region Xj+ 1 . Since the rightmost tile in region Xj+ 1 has index (j + )m, q must be located in a tile
with index at least (j + )m + 1. During superphase ⇢a+ , q
can cross at most two di↵erent tile boundaries. Thus, q must
be located in a tile with index at least (j + )m 1 at the
end of superphase ⇢a+ . But, S(j+ )m 1 ✓ Xj+ . Hence, q
is not located to the left of region Xj+ at the beginning of
superphase ⇢a+ , as required.

Proof of Lemma 3.
Proof. At the end of superphase ⇢a+ , q is located at
or to the left of segment Si0 +2 , since q can cross at most
2 di↵erent segment boundaries during one superphase. Rearranging the inequality
> (i0 jm + 1)/(m 2) gives
i0 + 2 < (j + )m 1. But, the leftmost segment of Xj+ is
S(j+ )m 1 , so segment Si0 +2 is located to the left of region
Xj+ .

Proof of Corollary 7.
Proof. The result follows from Theorem 6 by finding a
suitable upper bound for max{d(i0 jm+2)/(m 2)e, d(m(j+
1) i0 +1)/(m 2)e}. First, consider d(i0 jm+2)/(m 2)e.
Since Si is in supertile Tj , we know that i  (j + 1)m,
so jm
i m. Therefore, d(i0
jm + 2)/(m 2)e 
0
d(i (i m) + 2)/(m 2)e. Next, since i, i0 2 {LM 2(a +
1), . . . , RM +2(a+1)}, it follows that d(i0 (i m)+2)/(m
2)e  d((RM LM + 4a) + (m + 6))/(m 2)e. By Observation 1, m 8, so d((RM LM + 4a) + (m + 6))/(m 2)e 
(RM LM +4a)/(m 2)+4. A similar argument shows that
d(m(j +1) i0 +1)/(m 2)e  (RM LM +4a)/(m 2)+4.
Therefore, by Theorem 6, for an arbitrary processor q, q receives p’s transmission by the end of superphase ⇢a+ +1 ,
where  (RM LM + 4a)/(m 2) + 4. Since each superphase consists of two phases, this means that q receives the
transmission by the end of phase ⇡a+2 +11 , as required.

